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Reliability is a key system characteristic that is an increasing concern for current 

systems. Greater reliability is necessary due to the new ways in which services are 

delivered to the public. Services are used by many industries, including health care, 

government, telecommunications, tools, and products. We have defined an approach to 

incorporate reliability along the stages of system development. We first did a survey of 

existing dependability patterns to evaluate their possible use in this methodology. We 

have defined a systematic methodology that helps the designer apply reliability in all 

steps of the development life cycle in the form of patterns. A systematic failure 

enumeration process to define corresponding countermeasures was proposed as a 

guideline to define where reliability is needed. We introduced the idea of failure patterns 

which show how failures manifest and propagate in a system. We also looked at how to 

combine reliability and security. Finally, we defined an approach to certify the level of
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reliability of an implemented web service. All these steps lead towards a complete 

methodology. 
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1. INTRODUCTION 

Most modern applications are distributed and connected by some type of network, 

often the Internet, but also LANs and other specialized network types. Their platforms 

may support web interfaces, web services, and even agents. The complexity of such 

systems makes them hard to understand, design, and maintain. This complexity also 

brings problems with their dependability. The proliferation of mobile devices and sensors 

make this problem even more acute.  Many of these applications are critical systems that 

have a big effect on human activities. They control applications which are important in a 

variety of areas, including government, transportation, power generation, and others. The 

need and use of critical systems has increased over time and now control most of human 

activities. We want these systems to be dependable, by which we imply they must exhibit 

properties such as reliability, safety, availability, fault tolerance, and maintainability. 

 

We focus this work on reliability, also considering some aspects of security. 

Reliability is a fundamental system characteristic that is an increasing concern for current 

systems. Greater reliability is necessary due to the new ways in which services are 

delivered to the public. Today, services are the number one business product in the 
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international market and this market continues to grow. Applications have become more 

and more complex and their lack of reliability has encouraged research efforts to find 

strategies that improve this situation. In the past, several incidents have occurred which 

have brought an increased awareness of the need to improve the reliability of critical 

services, applications, and systems. Some of our results apply also to dependable systems 

in general and we indicate so when this happens. 

 

We study the use of patterns to build reliable systems. A pattern is an encapsulated 

solution to a recurrent problem that solves a specific problem in a given context and can 

be tailored to fit different situations [Bus96, Gam95]. Patterns have proven their value for 

the development of software systems. Patterns enable reusability and provide a 

systematic approach for defining and implementing mechanisms for complex software 

systems. In particular, we consider here the use of dependability patterns, which describe 

mechanisms to improve this quality in systems and we study in detail reliability patterns. 

 

Our work on the design of reliable systems makes the following contributions: 

1. An extensive survey of dependability patterns, where we enumerate patterns 

intended to build dependable and critical systems. These include reliability, fault 

tolerance, availability, and safety patterns. We analyze each pattern to see if it is 

really a pattern based on our standard definition, if there is another pattern with 
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the same objectives, and if it has a complete description. We evaluate each pattern 

according to a set of measures. We produce a list of patterns that are not 

sufficiently well elaborated and need to be completed before they can be useful 

for developers. We have examined the literature and compiled as many related 

patterns as we could find. While, we don’t claim completeness, we think we have 

included most of the significant patterns that fall in this group. No such survey 

has been published until now. 

2. A methodology to guide developers to build reliable solutions for critical systems. 

This methodology shows developers how to apply patterns during the system 

lifecycle, starting from the requirements until the testing stage. The methodology 

considers all architectural levels and extends the Unified Process with reliability 

considerations. There is no other methodology of this type that tries to cover all 

stages. The methodology applies to new systems but also can be used to evaluate 

existing systems. We have only developed some steps of this methodology. 

3. An approach to identify and enumerate system failures with the use of patterns. 

We show how to enumerate systematically all these failures analyzing the activity 

diagrams of use cases and how to apply the required policies and patterns that will 

stop or mitigate them. The uniqueness of our approach is that we use the 

semantics of the application to detect failures. Our concept of failure implies 

“service failure”, a service which did not follow its specifications, not failure of 

the whole system, although a service failure may also lead to a system failure. 

Service failures can be corrected locally.  
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4. An exploration of the possibility of combining reliability and security aspects 

and we made concrete these concepts in the form of hybrid patterns.  The Secure 

Reliability (SecRel) pattern applies security to a reliable system, while the 

Reliable Security (RelSec) pattern applies reliability to the functions that provide 

security in a system. We have not seen any work in this direction. 

5. The creation of the concept of failure patterns as an approach to analyzing 

failures. Their function is to describe how a fault propagates throughout the 

system until it produces a failure, which system components are affected, and how 

to mitigate or stop the effects of the failure. Failure patterns complement 

reliability patterns by providing a way to show how failures occur, and how they 

can be avoided. They also help to classify failures, their affected components, and 

allow for the reconstruction of failures in the system.  

6. An approach towards pattern-based reliability certification of services. We use 

reliability certificates, which include reliability patterns to certify the degree of 

reliability of a web-service. Such certificates can then be used at service discovery 

time to make sure that the reliability requirements of a business process are met 

by all the services assembled to execute it. 

 

We believe that these contributions are useful for the overall development and 

implementation of reliable critical systems. Our work emphasizes approaches to 

effectively use reliability patterns for critical system design, in particular, where and 

when to apply them. 
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Chapter 2 provides some necessary background information. Chapter 3 presents a 

survey of dependability patterns. Chapter 4 presents a methodology to build reliable 

systems. Chapter 5 presents an approach for enumerating failures. Chapter 6 studies 

combinations of reliability and security, illustrated with two patterns. Chapter 7 presents 

failure patterns. Chapter 8 describes an approach to certify reliability in web services 

using reliability certificates.  Chapter 9 presents a discussion of our results and compares 

them to related work.  Chapter 10 presents conclusions and highlights potential areas for 

future work. 
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2. BACKGROUND 

This chapter provides a brief introduction to reliability patterns, and reliability 

concepts.  

2.1  Dependability Concepts 

2.1.1 Dependability  

 

The dependability of a system is its ability to deliver specified services to the end 

users so that they can justifiably rely on and trust the services provided by the 

system.  Dependability has several attributes, including reliability, availability, 

maintainability, and safety; we discuss this is more detail in Chapter 3.  

 

A fault is a defective value in the state of a component or in the design of a 

system. A fault can be classified by its duration, nature and degree. An error is a 

defective value in the state of a component or in the design of a system which is the 

manifestation of a fault [Avio4]. The duration of a fault can be transient, intermittent or 

permanent. Transient faults typically exist for a finite length of time, intermittent faults 
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oscillate in status between a faulty and fault-free state. Permanent faults remain 

throughout the life of the system [Nel90]. Typically, local faults affect single components 

whereas global faults affect multiple components. A system failure occurs when there is a 

deviation from the system specification. Dependability is typically quantified 

probabilistically, which helps in forecasting the mean time a system is operational or 

failure free. If a system can detect, mask, and recover from the effects of a fault and 

continue operating correctly, it is considered fault tolerant. Failures in a system can cause 

harm and thus affect the safety of the system. Similarly, a failure can affect the 

availability of a system, because a system may become unresponsive when it experiences 

a failure.  

 

A dependability policy is a guideline or direction about how we can handle a 

dependability problem. Possible policies include: 

• Error Detection - This implies constant checking of the state of a system to 

ensure that specifications are being met. This is a fundamental step because we 

cannot handle an error if we do not know it has happened. 

• Diagnosis - Determining where an identified error has occurred and might include 

other relevant properties. 

• Redundancy - The replication of critical components in a system or of a 

complete system with the intention of increasing the reliability of the system.  
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• Diversity - Requires having several different implementations of software or 

hardware specifications, to cope with errors or failures that could arise directly 

from a specific implementation or design. 

• Error Masking - Concealing the effect of errors so as to prevent a failure of the 

system if a fault occurs. 

• Graceful Degradation - This mechanism is essential in systems where, in the 

event of a failure, a system crash is highly unacceptable. Instead, some 

functionality should remain in the event of a failure. If the system’s operating 

quality decreases, the decrease should be proportional to the severity of the 

failure. 

• Fault Containment - Faults are contained within some specific execution 

domain, which prevents error propagation across system boundaries. 

• Recovery - Removing all traces of a failure and restoring the system to normalcy. 

 

There are other possible reliability policies but these are the most frequently used. 

Moreover, a formal specification is a mathematical description of software or hardware 

that may be used to prove properties of a system that are correct with respect to its 

specifications or even to develop an implementation.  The dependability patterns, which 

will be discussed here, are designed to realize at least one or more of these policies. 
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2.1.2 Reliability  

Reliability is an attribute which allows some function, task or service to behave as 

intended when required. Reliability is particularly important in critical infrastructures, 

and is a fundamental aspect of safety and fault tolerance. Faults can lead to serious 

malfunction and failure, which can have life threatening and devastating effects in critical 

systems.  

 

2.1.3 Safety  

Safety is an attribute which allows some function, task or service to operate in a 

manner that does not cause harm to humans or the environment. Several fatal mishaps 

have occurred in the past, which includes the Therac-25 accident [Lev93], which 

increased awareness and fueled research on safety for critical systems.  

 

2.1.4 Availability  

Availability is another attribute which allows a function, task or service to be 

available when needed. Availability is an important factor in some systems. Availability 

is important for systems which need to be used frequently, e.g., web applications. 
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2.1.5 Maintainability  

Maintainability allows for the management of critical systems to ensure that 

whichever property it claims to provide is maintained throughout the life of the system. 

This is an especially important property because it helps to ensure that a system continues 

to meet its specification, performs its function effectively, and allows for improvement 

over time.  

 

2.2 Patterns and Software  

2.2.1 Patterns  

A pattern is an encapsulated solution to a recurrent problem that solves a specific 

problem in a given context and can be tailored to fit different situations. Patterns are very 

useful in the development of software systems. Patterns allow for reusability, 

maintainability, and a systematic approach to defining and implementing mechanisms. 

They also serve as a guideline for application developers and help to support best 

practices. 

 

2.2.2 Pattern-Oriented Software Architecture (POSA) Template 

The POSA template defines a systematic way to describe patterns. It consist of ten 

units, each describes one aspect of a pattern [Bus96]. This template is designed to capture 

the experience and knowledge of professionals that have solved common problems. 

Patterns support best practices. Fig.1 shows the different units of the POSA Template. 



 

 

 

 

2.2.3 Security Patterns

Security patterns describe mechanisms that 

the extensive knowledge accumulated about security with the structure provided by 

patterns to provide guidelines for secure system construction and evaluation. Security has 

had a long trajectory, resulting in a variety of appr

and to design security mechanisms. It is 

patterns [Sch06]. 

 

2.2.4 Reliability Patterns

Reliability patterns describe mechanisms to defend against failures by controlling 

the propagation of faults. Section 3 surveys work on this topic.

seen in [Avi04, Sar02, 

11 

Figure 1. The POSA Template 

 

Patterns 

terns describe mechanisms that control threats. Security patterns join 

the extensive knowledge accumulated about security with the structure provided by 

patterns to provide guidelines for secure system construction and evaluation. Security has 

had a long trajectory, resulting in a variety of approaches to analyze security problems 

and to design security mechanisms. It is helpful to capture this expertise in the form of 

Reliability Patterns 

patterns describe mechanisms to defend against failures by controlling 

pagation of faults. Section 3 surveys work on this topic. Many of the approaches 

seen in [Avi04, Sar02, Buc09 and Buc11] are used to defend against failures and faults.

reats. Security patterns join 

the extensive knowledge accumulated about security with the structure provided by 

patterns to provide guidelines for secure system construction and evaluation. Security has 

oaches to analyze security problems 

this expertise in the form of 

patterns describe mechanisms to defend against failures by controlling 

Many of the approaches 

defend against failures and faults.  
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2.2.5 Software Development Life Cycle (SDLC) 

The SDLC is a systematic procedure that defines how to build software 

applications and systems. It serves as a guideline that is decomposed into several stages, 

which follow a particular order, with each one reinforcing the previous.  There are 

several models for such processes, each describing approaches to a variety of tasks or 

activities that take place during the process. We use the Rational Unified Process (RUP) 

as our reference SDLC [Shu08]. 

 

2.2.6 Service Oriented Architecture (SOA) 

SOA is an architectural style in which a system is composed from a set of loosely 

coupled services that interact with each other by sending messages. In order to 

interoperate, each service publishes its description, which defines its interface and 

expresses constraints and policies that must be respected in order to interact with it. A 

service (set of services) is thus a building block for service-oriented applications. 

Applications are built by coordinating and assembling services. A service is a logical 

representation of a business activity that has a specified outcome. A key principle about 

services is that they should be easily reusable and discoverable, even in an inter-

organizational context 
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2.2.7 Web Services 

A web service is defined by the W3C as “a software system designed to support 

interoperable machine to machine interaction over a network”. Web services are 

frequently just Web APIs that can be accessed over a network, such as the Internet, and 

executed on a remote system hosting the requested services. Web services communicate 

using XML messages that typically follow the SOAP standard. The most used 

implementation platform for SOA is the web service technology. Web services use a set 

of protocols by which services can be published, discovered and used in a technology 

neutral and standard form. 

 

2.2.8 Critical Systems and Infrastructures 

We define critical systems and infrastructures as applications, structures, services 

and systems on which we functionally depend to perform, coordinate, and utilize to 

conduct our basic everyday business. Such systems include water supply and distribution, 

electricity generation and distribution, government services, transportation, 

telecommunications, and education based systems. 
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3. DEPENDABILITY PATTERNS SURVEY 

3.1 Introduction 

Security patterns have been studied extensively because of their value to build 

secure systems [Fer09b, Fer12]. However, there is little work on the use of patterns for 

building dependable systems. In our definition of dependability we include reliability, 

safety, availability, fault tolerance, and maintainability [Avi04]. Sometimes security is 

also included but we leave it out because, as indicated, it has been studied extensively on 

its own. 

 

Critical systems are usually complex distributed systems. They control applications 

which are important in a variety of areas, including government, transportation, power 

generation, and others. The need and use of critical systems has increased over time, 

especially with the pervasive and increasing use of distributed and Cloud-based systems. 

Dependability is a fundamental property for these systems. 

 

In this survey we enumerate all the patterns intended to build dependable systems 

we have been able to find.  We analyze here for each pattern if it is really a pattern based 
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on our standard definition, if there is another pattern with the same objectives, and if it 

has a complete description. If we find more than one pattern with the same objective, we 

define a representative pattern. We evaluate each pattern using a set of quality criteria. 

We also identify patterns that are not sufficiently elaborated and need to be completed 

before they can be useful for developers. We have examined the literature and compiled 

as many related patterns as we could find. While, we do not claim completeness, we think 

we have included most of the significant patterns that fall in this group. The actual list of 

the patterns we analyzed can be found in the Appendix. 

 

3.2 Classification of Dependability Patterns 

Appendix A provides an enumeration of a variety of dependability patterns. Figure 

shows an illustration of the classified patterns. We have classified them in the following 

categories: 

• Principles - These are patterns which provide a description of a basic concept or 

idea. 

• Auxiliary Patterns - These are helpers which are used as a part of the solution to 

solve a particular problem. 

• Fault Tolerance Patterns - They describe solutions to mask errors. 

• Reliability Patterns - They describe a solution to avoid or mitigate different 

types of failures.  
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• Web Service Reliability Patterns - They describe a solution to avoid or mitigate 

different types of failures in web services. 

• Hybrid Reliability/Security Patterns - They depict combined solutions to avoid 

or mitigate different types of failures and threats. 

• Availability Patterns - They describe a solution to avoid or mitigate an absence 

of service. 

• Safety Patterns - They describe a solution to avoid or mitigate different hazards. 

 

Figure 2. Classification Metamodel of Dependability Patterns 

 

 

 

3.3 Evaluation 

We use a classification based on [Lav06] which includes: 
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U, the pattern is under-specified or incomplete. We use as guideline the POSA 

template, i.e., the pattern does not use an appropriate template, is missing whole sections, 

or the section is not described in sufficient detail to be used by a designer. 

 

  I, imprecise. The solution is not presented using UML, SysUML, or other precise 

notation. The structure and dynamics of the solution should be described as a guideline 

for its proper application. For example, some patterns are described only using words but 

words can be misleading or imprecise. An incomplete pattern with missing sections can 

be completed but an imprecise pattern needs to be completely redone.  

 

N, the pattern uses an unusual notation or it is defined in an ad hoc way. This 

makes the pattern difficult to be used together with patterns defined in more standard 

forms. 

 

M, misleading or incorrect patterns. Some patterns use misleading names. Others 

confuse safety with reliability.  

 

C, complete. The pattern is presented using UML, SysUMP or some other precise 

notation, and has followed a standard pattern template such as POSA or GOF. 

Additionally, the pattern has all relevant information and is not presented in an adhoc 

way. 
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Another aspect: if a pattern is isolated and uses a non-conventional template, then it 

is not very useful. To be useful patterns must form a relatively complete set in a unified 

catalog. The relationships between patterns should be well defined. 

 

Most of these are qualitative measures, and therefore they may have a degree of 

subjectivity. Completeness is measurable only if we use a specific template as reference. 

 

Over-specification requires to know what is the optimal level of description that is 

useful. We prefer not to consider a pattern to be over-specified. The extra information 

may be useful to some users. 

 

Table 1 shows the patterns we have found, indicating their principles and 

evaluating their degrees of completeness. See appendix A for their intents.  In this table, 

patterns with no quality indicators imply they are reasonably correct or complete; that is, 

we could not find any defects on them.  

 

We classified many of the patterns in Table 1 as incomplete because they did not 

conform to the POSA or GOF pattern templates. Some of the patterns did not explicitly 

give the patterns’ intent, and did not state clearly the problem the pattern intended to 

solve. In others no clear solution was provided. Additionally, some of the patterns lacked 

detail and little or inadequate UML diagrams (in particular class or sequential diagrams) 
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were used to describe their solutions. Furthermore it can be observed that incorrect UML 

notation is used in diagrams which are used to describe the solution to the patterns.  

 

In general, clear and comprehensive information is necessary for any effective 

guideline, and a pattern should be a complete and helpful guideline. Many of the patterns 

discussed here are used for software development, and some of the descriptions were 

represented in the form of code snippets. Code snippets can add value, in that they give 

the system developer an example of how to implement a particular pattern. However code 

alone is not sufficient for the purpose of describing a pattern.  Several of the patterns 

discussed here, are quite relevant for web based distributed applications, especially for 

web services, therefore making them more complete and thorough would add a 

significant contribution to this area. 

 

Table 1. Dependability Patterns Evaluation 

Pattern Pattern  Alias Fault Mechanism Analysis 

Principles: 

1. Minimize Human 
Intervention 
[Han07] 

� n/a � Error Detection 
� Error Masking 

� U, I 

2. Maximize Human 
Participation 
[Han07] 

� n/a � Error Masking � U, I 

3. Introduce 
Redundancy 
[Ahl06] 

� n/a � Error Detection 
� Redundancy 
���� Error Masking 

� U, I, N 

4. Process Pairs 
[Kal02] 

� n/a � Error Detection 
� Redundancy 

� U, I, N 
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Pattern Pattern  Alias Fault Mechanism Analysis 

� Error Masking 

Auxiliary Patterns: 

5. Mediator [Hol95] � Observer � Error Detection 
� Fault Containment 

� U, I, M 

6. Strategy [Gam95] � n/a � Error Detection 
� Diversity 
� Error Masking 

� U, I, N 

7. Single Load 
Balancer[Ibm02] 

� n/a � Error Detection 
� Redundancy 

� U, I, N 

8. Load balancer Hot 
Standby [Ibm02] 

� n/a � Error Detection 
� Redundancy 

� U, I, N 

9. Protected Single 
Channel[Dou02] 

� n/a � Error Detection 
� Redundancy 
� Error Masking 

� U, I 
 

10. Basic Runtime 
[Ibm02] 

� n/a � Redundancy 
� Error Masking 

� U, I, N 

11. Evaluator [Buc09] � Voter � Error Masking � C 
Fault Tolerance Patterns: 

12. Independent 
Checkpoint [Bus96] 

� Rollback � Fault  Containment 
� Error Detection 
� Recovery 
� Redundancy 

� U, I, M 
 

13. Memento [Gam95] � n/a � Error detection 
� Redundancy 
� Recovery 

� I 

14. Read-write lock 
[Gra98] 

� Scheduler � Redundancy 
� Error Masking 
� Fault 

Containment 

� I, M 

15. Observer [Bus96] � Subject 
Observer 

� Callback 

� Alert 
� Error Detection 

� U, I, N, 
M 

16. Generic Indicator 
[Lau00] 

� n/a � Error Detection 
� Diagnosis 

� U, I, N 

17. Fault Injection 
[Lem01] 

� n/a � Error Detection 
� Alerting 

� U, I, N 

18. Balking [Gra98] � n/a � Error Detection 
� Alert 
� Error Masking 

� U, I, N 
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Pattern Pattern  Alias Fault Mechanism Analysis 

19. Sanity Check 
[Dou02] 

� n/a � Error Detection 
� Error Masking 

� U, I 

20. Failover Cluster 
[Mic10] 

� n/a � Error Detection 
� Redundancy 
� Error Masking 

� U, I, N 

21. Leaky Bucket 
Counters [Gam95] 

� Riding Over 
Transients 

� Error Detection 
� Error Masking 

� U, I, N, 
M 

22. Acknowledgement 
[Buc09] 

� Heartbeat 
� Watchdog 
� I Am Alive 

� Error Detection 
� Alert 

� C 

23. Object Group 
[Maf96] 

� Server Group 
Service 

� Active 
Replication 

� Redundancy 
� Error Masking 

� U, I 

24. Heartbeat [Mah06] ���� Acknowledgem
ent 

���� Watchdog 
���� Are You Alive 

���� Error Detection � U, I 

25. Timeout [Mah06] ���� n/a ���� Error Detection � U, I 
26. Checkpoint-

Rollback [Kal02] 
� Rollback 

Recovery 
� Error Detection 
� Redundancy 
� Error Masking 

� U, I, N, 
M 

Reliability Patterns: 

27. Reliable Hybrid 
[Dan97] 

� Master-Slave 
 

� Alert 
� Error Detection 
� Redundancy 
� Error Masking 
� Fault 

Containment 

� U, I, N, 
M 

28. Homogeneous 
Redundancy 
[Dou02] 

� N-Modular 
Redundancy 
(NMR) 

� Error Masking 
� Redundancy 

� U, I, M 

29. Heterogeneous 
Redundancy 
[Dou02] 

� Diversity � Error Detection 
� Redundancy 
� Error Masking 

� U, I, M 

30. Active Replication 
[Buc09] 

� Fail-Stop 
Processor 

� Backup 

� Alert 
� Error Detection 
� Redundancy 
� Error Masking 
� Fault 

� C 
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Pattern Pattern  Alias Fault Mechanism Analysis 

Containment 
31. Recoverable 

Distributor [Isl96] 
� n/a � Redundancy 

� Error Masking 
� U, I, N, 

M 
32. Active-Passive 

Redundancy 
[Ahl06] 

� n/a � Alert 
� Redundancy 
� Error Masking 

� U, I, N 

33. Active-Passive 
Conflict Resolution 
[Ahl06] 

� n/a � Redundancy 
� Error 

Masking 

� U, I 

34. N-Modular 
Redundancy 
(NMR) [Neu56] 

���� Dual Modular 
Redundancy 
(DMR) 

���� Dynamic Dual 
Modular 
Redundancy 
(DDMR) 

���� Triple Modular 
Redundancy(T
MR) 

� Redundancy 
� Error Detection 
� Error Masking 

� U, I 

35. Triplicated Voters 
Triple Modular 

36. Redundancy (TV-
TMR) [Nel90] 

� Triple Modular 
Redundancy(T
MR) 

� Voter 

� Error Detection 
� Redundancy 
� Error Masking 

� U, I, N 

37. Recovery Blocks 
[Kal02] 

� n/a � Diversity � U, I 

Web Services Reliability Patterns: 

38. WS-
Reliability[Buc09b] 

� n/a � Error Detection 
� Alert 
� Error Masking 

� C 

39. WS-
ReliableMessaging 
[Buc09b] 

� n/a � Error Detection 
� Alert 
� Error Masking 

� C 

Hybrid Reliability/Security Patterns: 

40. Secure Reliability 
[Buc11] 

� n/a � Redundancy 
� Error Masking 

� C 

41. Reliable Security 
[Buc11] 

� n/a � Redundancy 
� Error Masking 

� C 

Safety Patterns: 
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Pattern Pattern  Alias Fault Mechanism Analysis 

42. Immutable Classes 
[Nie09] 

� n/a � Error Masking � U, I 

43. Safety Design 
Pattern (SDP) 
[Gaw11] 

� n/a � Error Masking � U, I 

Availability Patterns: 

44. Caching Proxies 
with Security Plug-
In [Ibm02] 

� n/a � Error Masking � U, I 

45. 3-Plexed/Triple 
Redundant 
Hardware [Kal02] 

� Triple Modular 
Redundancy(T
MR) 

� Redundancy 
� Error Masking 

� U, I, M 

 
 
 

3.4 Summary 

Our analysis has shown that many fault tolerance, reliability, safety and availability 

patterns that have been proposed are incomplete and lack necessary details. In particular, 

many of the patterns illustrated in Table 1 do not conform to the POSA or GOF pattern 

templates. The use of UML diagrams provides a level of precision necessary to describe 

patterns to guide a designer trying to apply solutions. It can also be seen that many 

patterns use different notations to describe their structures, which makes them more 

difficult to interpret and apply.  The analysis of these patterns showed that we need to add 

more patterns and refine many of the existing patterns to make them more concise, 

complete, and useful. We intend to improve them by making them more complete in their 

description and representation with the use of UML diagrams and by using the POSA 

pattern templates.  
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This survey has also highlighted the prospect of combining some fault tolerance, 

reliability, safety and availability patterns together to create a unified defense, as opposed 

to implementing each separately. We have started work on this direction combining 

security and reliability patterns [Buc11 and Chapter 6]. This survey provides a basis for a 

catalog that will contain a unified set of dependability patterns. 
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4. RELIABILITY METHODOLOGY 

4.1  Introduction 

Due to the importance of reliability and our reliance on these systems we have a 

greater need to have reliable critical infrastructures and systems. Some work has been 

done by [Har08], and [Lyu97] in the past to include reliability in systems. We propose 

here adding reliability throughout the software development life cycle. In this approach, 

we start from identifying all the possible failures in a system by using a systematic and 

complete strategy (see Chapter 5). Once failures are identified, we apply the required 

policies and patterns that will stop or mitigate these failures. The approach uses patterns 

and considers all architectural levels adapting the ideas of [Fer06] to reliable systems. 

 

4.2 Reliability in Space and Time 

A good way to define precise relationships between concepts in software 

development is to express them in metamodels. Our approach involves enumeration of 

failures and their origins and finds policies and patterns to handle them, so we can 

express their relationship as shown in Fig. 2. A Fault manifests itself as an Error. If the  

error is not contained, it can manifest itself into a Failure, which indicates that the 

system is not following its specifications [Avi00, Avi04]. A Policy can avoid or handle a 

failure. 
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A Pattern realizes the policy that can handle the fault (some examples of reliability 

patterns are given in [Buc09, Buc09b]). If we can enumerate all faults and have 

appropriate patterns to handle them, we can build reliable systems. We can define also 

patterns needed to comply with regulations. 

 

Figure 3. A Metamodel for Reliability Concepts 

 

 

Reliability aspects in a computer system are expressed differently at different 

architectural layers (levels) and stages of the software development process. Fig. 3 shows 

where we need to apply reliability along the stages of the system lifecycle and the 

architectural levels. An appropriate degree of reliability is required in each tier of the 

computer system layers and in each stage; also the expression of reliability varies. An 

important point illustrated in this diagram is the fact that the requirements must be carried 

over along time and along space:   
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1. User Interface - This is the highest level and is the user’s point of contact for with 

the system. Usability is an important aspect for reliability and should be reflected 

in the interfaces. Failures here affect only a specific group of users. 

2. Applications - The application tier of the system consists of services and 

programs that carry out useful operations. This tier invokes functions that are 

requested by the user, and should always be available when needed. Failures here 

affect only the users of an application. 

3. Middleware - Manages the interactions between the applications, DBMS, OS, and 

users of a system. 

4. Database Management System (DBMS) - this tier is where data is stored. Failures 

may affect most of the applications. 

5. Operating System (OS) - This level manages and synchronizes all the functions 

and resources within the system. Its reliability is fundamental because failures 

here affect all the applications 

6. Data Communication - This is part of the OS and manages how information is 

passed throughout the system.  

7. Hardware - This is the lowest level of the architecture, where instructions are 

executed. Its failures affect the whole system. 
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Figure 4. Reliability in Space and Time  
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An appropriate degree of reliability is required in each tier of the computer system 

layers. The software development process consists of several stages – requirements, 

analysis, design, implementation and deployment. In each stage the expression of 

reliability varies. Fig. 3 shows the development process of software through time 

(software life cycle) and space (computer system levels). The lower three levels comes 

from the requirements and corresponds to the cases where the DBMS, service/Clouds and 

hardware are processed. 
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4.3 Overview of the Methodology 

Now that we understand how our model is developed through time and space; it is 

important to understand how we approach and integrate reliability features from a holistic 

system view.  

 

4.3.1 The Requirements Stage 

The requirements define the degree of reliability that the application needs 

according to its intended functions. We add reliability annotations to use cases to express 

reliability requirements. Furthermore, reliability test cases can be developed from the use 

cases describing each function. Describing each use case with activity diagrams, we can 

analyze the possible failures and define policies to stop them (see Chapter 5).  

 

4.3.2 The Analysis Stage 

The failures identified in the requirements can then be matched to a set of 

reliability mechanisms needed to stop those failures. In this stage we can test our 

conceptual model by comparing it to the requirements to ascertain if the requirements 

were actually met. We produce here a conceptual functional model where each failure is 

handled by a reliability pattern. 
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4.3.3 The Design Stage 

We can now carry over the reliability architecture of the analysis stage to the 

design stage and reflect in each software artifact some reliability mechanisms defined 

from the conceptual model of the analysis. The design model can be made more specific 

by specializing it for a particular platform and programming language. This stage may 

have two or more levels to describe implementation-oriented features. In the design stage 

we can test to ensure that models match those created in the analysis stage.  

 

Table 2. Summary of the Reliable Development Methods 

Stage Method to Address Reliability 

Requirements Use cases indicating possible failures 

Analysis Conceptual models to identify failures and countermeasures 

Design Coordinated application of reliability patterns to multiple architectural 
levels 

Implementation Incorporate COTS (commercial off the shelf) reliability mechanisms 
to implement patterns 

Deployment  Evaluate system using failure patterns and reliability certificates 

Maintenance Involves cycling through the previous stages to maintain the reliability 
specifications 
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4.3.4 The Implementation Stage 

The implementation stage follows directly after the design stage; here reliability is 

realized in the form of code and COTS components. In this stage, the first physical 

manifestation of the reliability mechanisms selected is seen. In the deployment stage, 

reliability concerns may arise based on the performance of the implementation; however, 

at this stage reliability mechanisms are not added, only their behaviors are observed to 

correct or improve the system. The whole process is iterative where some stages or parts 

may need to be redone. Furthermore we can test, our implementation to evaluate the 

code, by checking if the models created in the design were implemented correctly. 

Additionally we can test the implementation using failure patterns and our approach to 

certify reliability. 

 

4.3.5 The Deployment Stage 

In the deployment stage the implemented system is deployed to be used or tested. 

In this stage we get to observe how the implementation behaves and interacts with the 

system architectures and other system components.  We can utilize failure patterns as 

well as reliability certificates to evaluate the implementations’ performance; these will be 

discussed in detail in Chapter 7 and 8. 
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Finally, not all layers need to be equally reliable; the lower levels are more critical 

and require a higher degree of reliability.  

To show the types of patterns we use, we now describe the acknowledgement 

pattern, which is a simple and basic reliability mechanism to identify when a failure has 

occurred. We describe it using the template of Fig. 1. 

 

4.3.6 Acknowledgement 

4.3.6.1 Intent 

Detects errors in a system by acknowledging the reception of an input 

within a specified time interval. 

4.3.6.2 Context 

Applies to systems in which the errors that the monitored system may 

experience cause it to exhibit omission or crash failures. The frequency of 

interactions between the monitored system and monitoring system may 

vary significantly. The time it takes for the monitoring system to contact 

the monitored system is bound and known.  

4.3.6.3  Problem  

How to achieve timely detection of an error within a set time interval 

before system failure occurs. How to reduce the time overhead in 
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detecting such an error. The solution to this problem is affected by the 

following forces:  

• The time overhead introduced by the detection mechanism 

should be kept at a minimum.  

• The information that the monitored system has failed is of 

importance only when that system is in use (i.e. it has received 

some input and it is expected to produce the corresponding 

output).  

• The communication between the monitored system and the 

monitoring system must not increase unnecessarily, e.g. there 

must not be any communication overhead when the monitoring 

system does not wish to interact with the monitored system. 

4.3.6.4 Solution 

Acknowledge receipt of an input within a specified time interval without 

increasing the time overhead significantly [Sar02]. Once the monitoring 

system provides input to the monitored system, it sets a local timer to a 

predefined timeout. While the timer is counting down from the timeout 

period, the monitoring system waits to receive an Acknowledgement 

regarding the reception of the input by the monitored system [Sar02]. If 

the Acknowledgement arrives before the timeout has expired then the 

monitored system is considered to function correctly, otherwise it assumes 

that an error has occurred on the monitored system [Sar02]. 
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Structure 

Fig. 5 shows a class diagram for the acknowledgement pattern’s solution. 

The sender in conjunction with the timer constitutes the Monitoring 

system. The Sender is responsible for contacting the monitored system. 

The Timer is responsible for counting down the timeout period every time 

an input is provided to the monitored system [Sar02]. When the timeout 

period expires for N consecutive times without receiving an 

acknowledgement from the monitored system, the timer detects an error 

on the Monitored system and notifies the sender [Sar02]. The receiver in 

conjunction with the acknowledger entity constitutes the monitored 

system. The Receiver is contacted by the sender regarding an input. The 

Acknowledger is responsible for sending an acknowledgement to the 

timer every time the monitored system receives an input. 
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Figure 5. Class Diagram for the Acknowledgement Pattern 

 

Dynamics 

We describe the dynamic aspects of the Acknowledgement pattern using a 

sequence diagram for the use case “get an acknowledgement for an input”. 

UC: get an acknowledgement for an input (Figure 6). 

Summary: An acknowledgement is required for a given input. 

Actors: Sender, Receiver 

Description: 

1. The sender sends an input to the receiver; and immediately the 

timer begins to count down from the timeout period. 
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2. The receiver notifies the acknowledger relaying that it has received 

an input.  

3. The acknowledger sends an Acknowledgement to the timer, which 

ends the countdown of the timeout period.  

4. The timer sends an acknowledgement to the sender. 

Post Condition: 

An acknowledgement is sent to the sender. 

Figure 6. Sequence Diagram for the UC “Get an Acknowledgement for an Input.” 

 

 

4.3.6.5 Implementation 

To implement the Acknowledgement pattern the following is required: 

1. Design error handling so as to allow the system to mitigate faults 

that may occur in the environment or at runtime. 
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2. Design authentication and authorization mechanisms for the 

sender, receiver and acknowledger. This helps to ensure that only 

authorized entities can send an input to the monitored system. 

3. Utilize a public key and a secure channel when sending an input to 

the monitored system. This helps to secure the input, and reduce 

the probability of a malicious entity intercepting and modifying the 

input before it reaches the receiver.  

4. Include access control in the timer in order to reduce unauthorized 

access to the timer. 

5. Define the data format for the input that is sent from the sender to 

the receiver.  

6. Define the timeout period used, setting an imprecise timeout period 

can result in an elevated turnaround time to the sender. 

 

4.3.6.6 Consequences: 

The Acknowledgement pattern presents the following advantages: 

• Introduces a low space overhead. Both the timer and the 

acknowledger entities do not map to additional architectural or 

software components. Instead, they describe some additional 

functionality associated with the monitoring and the monitored 

system respectively [Sar02].  
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• In the case of OO systems, where the interaction among 

subsystems (objects) is based on method invocations, the 

acknowledgement can be merged with the reply to an invocation, 

reducing further the design complexity.  

• Introduces a low time overhead to set the timer. 

 

The pattern also has some possible liabilities: 

• An error on the monitored system is detected only after some input 

has been issued to it. This means that although an error might have 

already occurred on the system a long time ago, it will remain 

undetected until the moment when some input is sent to the 

monitored system [Sar02]. Hence, the time overhead for detecting 

an error can be significant.  

• The timeout must be set based on the time it takes for the input to 

reach the monitored system plus the time it takes for the 

acknowledger to reach the monitoring system. In many cases it is 

very difficult to have an exact figure for the aforementioned times, 

and the timeout is usually the result of estimations based on 

statistical observations. Hence, configuring an optimum timeout is 

not a trivial task [Sar02].  
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• The timer and the acknowledger represent functionalities that are 

added to the monitoring and the monitored system respectively. 

Consequently, the application of this pattern on legacy systems 

might be very demanding in terms of implementation effort and 

space overhead [Sar02]. 

 

4.3.6.7 Known Uses 

This pattern is used in client server peer-to-peer communication networks 

including telecommunications networks such as AT&T, Cable and 

Wireless Jamaica limited and in many microcontroller based systems.  

The following protocols utilize the Acknowledgement pattern: 

• Transmission Control Protocol (TCP) provides reliable, ordered 

delivery of a stream of bytes from one program on one computer to 

another program on another computer. Besides the web, other 

common applications of TCP include e-mail and file transfer 

[Kes07]. 

• Internet Control Message Protocol (ICMP) is an adjunct to the 

Internet Protocol (IP) that notifies the sender of IP datagrams about 

abnormal events. This collateral protocol is particularly important 

in connectionless environment of the Internet Protocol [Kes07].  
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• WS-Acknowledgement is a protocol designed to support reliable 

message exchange between services by providing for at-least-once 

and exactly-once SOAP message transfer guarantees [Bea03]. 

 

4.3.6.8 Related Patterns 

• Riding Over Transients - pattern helps to ensure that a problem really 

exists by checking several times to detect a critical number of occurrences 

in a given time interval to confirm that a problem is not temporary 

[Ada96]. 

• Leaky Bucket Counter - pattern utilizes a group failure counter that is 

initialized to a predetermined value when the group is initialized and the 

counter is decremented each time a fault occurs and incremented on a 

periodic basis. This allows for the handling and detection of transient 

faults as opposed to real problems [Ada96]. 

 

4.4 Summary 

The approach proposed here provides a simple means of incorporating and 

understanding how to integrate reliability within the development process. This work is 

based on strategic and analytical reliability system planning before the implementation 

stage is even attempted, this allows the developer two obvious advantages:  

• An analytical review of the different aspects of the system that require reliability 

and how to select the necessary reliability mechanisms. 
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• It also allows for risk mitigation and analysis before implementation starts. 

 

Additionally the reliability mechanisms defined in the conceptual models can be 

enforced in the design model using reliability patterns at the lower architectural levels, 

including user interfaces, components, distribution and databases. Our approach is 

iterative and the use of models and patterns allow for reuse and modularization and 

maintenance. 



 

42 
 

5. FAILURE ENUMERATION 

5.1  Introduction 

Reliability is a fundamental system characteristic that is an increasing concern for 

current systems. Applications have become more and more complex and their lack of 

reliability has encouraged research efforts to find strategies that improve this situation.  

Typically, reliability is provided through redundancy, checking and monitoring, aspects 

which are frequently added after a system is built. Much work has been done in the past 

to include reliability in systems, such as [Avi04, Ber09, Gok07, Har10, Kor07, Kov08, 

Lev91]. However, reliability requirements have rarely been expressed using UML models 

[Ber09, Buc09]. We have proposed a methodology to add security in all the steps of the 

software development life cycle [Fer06]. By analogy with that methodology, we are 

developing a methodology to build reliable applications and as part of the system 

requirements we need to identify all its possible failures. In this chapter we show how to 

enumerate systematically all the system failures and how to apply the required policies 

and patterns that will stop or mitigate them. We used a similar approach to enumerate 

security threats [Bra07] here we extend it to the enumeration of failures. The uniqueness 

of our approach is that we use the semantics of the application to detect failures. We want 
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to build systems where failures are avoided by analyzing where and how those failures 

may occur [Buc11b]. By adding reliability patterns we can plan how to prevent all 

failures in an application. Our concept of failure implies “service failure”, a service 

which did not follow its specifications, not failure of the whole system, although a service 

failure may also lead to a system failure. Service failures can be corrected locally.  

 

5.2 Identifying Failures 

We can enumerate failures systematically at the application level with use cases 

and activity diagrams. The cycle leading to failure starts with a fault which manifests 

itself into an error, the error then manifests itself into a failure:  Fault →Error→Failure 

[Avi04]. 

 

5.2.1 Metamodel 

A good way to define precise relationships between components in software 

development is to express them as metamodels. Fig. 7, outlines our metamodel for 

describing reliability requirements. Faults are manifested as Errors, which in turn 

are manifested as Failures. To stop or mitigate a failure we apply appropriate 

Policies. Policies can be realized by Patterns. A pattern is an encapsulated 
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solution to a recurrent software or systems problem in a given context and it can 

be described using UML diagrams [Bus96]. For our purposes we use 

Dependability patterns and we show three of their types, which correspond to 

different aspects of dependability. First we discuss how to find failures and then 

we consider their handling. 

 

Figure 7. Metamodel for Requirements 
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5.2.2 Use Cases 

The development of software applications starts from the requirements expressed 

normally as use cases. The use cases can be converted into a conceptual or analysis 

model. Analysis is a fundamental stage since the conceptual model can be shown to 

satisfy the requirements and becomes the skeleton on which the entire system can be 

built. The idea is to enumerate all the failures for a system and define policies and 

patterns to handle them. 

 

Use cases are a first step in identifying system failures. Use cases focus on 

activities or functions in a system. Use cases are composed of activities (smaller units of 

work), this makes it more manageable to implement the system in pieces instead of as a 

whole and also makes the design easier to modify. Each activity in a use case is carried 

out by an actor which maybe a sub-system or an individual. For the purpose of 

illustrating this idea, we will use an example of a financial institution. 

 

Fig. 8 depicts several core functions that are commonly carried out in financial 

institutions. UC1 shows that the opening of an account includes both the customer and a 

manager. It is beneficial to know which actors will be engaging in a certain activity, 

because it allows us to define their actions in the system more precisely. Each use case 

can be evaluated to determine its level of importance in the system, from which we can 

define a priority to handle their failures. We can say that a use case fails if one of its 

activities fails [Buc11b]. 
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Figure 8. Use Case Diagram for a Financial Institution 

 

5.2.3 Activity Diagrams 

We then consider the activities in a use case. For example, UC1 can be broken 

down with the use of an activity diagram to show the flow of activities in the opening of 

an account. Fig. 9 shows that the use case to open an account requires five activities. 

 

For  example, a failure could occur when a customer provides her personal 

information to open a new account; the failure could be a system error, or it could be 

information about the customer that is acquired from a third party that has incorrect data 

about the customer. Also, we can see that a failure could stop or produce a wrong result 

for a credit check being done by the manager for a new customer. The bank could lose 



 

47 
 

customers if they are unable to carry out a credit check which is necessary to open a new 

account. The customer may experience inconvenience if they are unable to open an 

account on which they maybe relying to carry out their financial operations.  We can 

think that activities provide services and their failures are service failures. 

 

Some service failures are more serious than others and repercussions vary.  The 

activity diagram gives us the advantage of looking at each step of a use case in detail. In 

scrutinizing each step of a use case we are able to identify fault points or areas where 

failures can manifest, which in turn allows us to prevent them. We enumerate failures 

systematically and we can identify all types of common failures. 
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Figure 9. Activity Diagram for Use Case “Open Account” Showing Some Possible 

Failures 

 

 

 

The graphical representation of Fig. 9 is useful to understand our approach but to 

enumerate failures systematically we use Table 3 to illustrate a failure activity analysis 

which shows how failures affect reliability. This failure activity analysis table was 

developed using the activity diagram in Fig. 9. We map each actor and their actions to 

possible failures, the associated failures based on actions, are linked to the reliability 
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properties and assets that are affected, and the reliability policy that will counter the 

failure. The failure descriptions in bold are those shown in the activity diagram of Fig. 9. 

 

As shown in Table 3, different failures occur for different reasons in a system; 

however, some failures are of the same general type. We consider three basic failure 

types: 

• Loss of Service – This type of failure occurs when a function is requested but fails 

to respond or carry out its intended purpose.  

• Erroneous Data – This type of failure occurs when incorrect data enters (input) 

or leaves (output) the system. 

• Absence of Information– This failure occurs when the required information is 

requested and no response is returned 

 

In Table 3, loss of service and absence of information are shown as availability 

failures (AV), while erroneous data is shown as an integrity failure (IN).  Some names 

are shortened for convenience: Acct-Account, Cust- Customer, C&M- Checking & 

Monitoring, Red-Redundancy, Div -Diversity. 
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Table 3. Failure Analysis 

 

Actor Action Failure Dynamics Policy  
Failure# Failure 

description 
Reliability 
property : 
AV/IN 

Asset 

      
Customer Provides 

Personal 
Information 

F8 Customer gives 
incorrect 
information 

IN Acct C&M 

F9 Manager 
mistakenly 
inputs the wrong 
information in 
the system 

IN Acct C&M 

F1 System error 
may stop the 
input of the 
customer 
information 

AV Acct C&M  
Red 
 

Manager 
 

Check Credit F2 Credit check 
fails 

AV Cust C&M  
Div 

F10 Incorrect credit 
report sent 

IN Cust C&M  
Red 

Creates 
Account 

F3 Account 
creation fails 

AV Acct C&M  
Div 

F11 Account creation 
with incorrect 
account 

IN Cust C&M 

Customer Initial Deposit F4 Account deposit 
failure 

AV Acct C&M  
Red 

Manager Create 
Authorization 

F5 Create 
authorization 
fails 

AV Acct C&M  
Div 

Issue Card F6 Incorrect credit 
card 
information 
printed 

IN Cust C&M  
 

F7 Card issue fails AV Cust C&M  
F12 Incorrect address AV Cust C&M  
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5.2.4 Reliability Policies 

Once we know the possible failures, the next step is to apply reliability polices to 

mitigate or block them. Policies are guidelines indicating a predetermined course of 

action, or a way to handle a problem or situation.  Depending on the fault type we have a 

variety of mechanisms that can be used to realize the policies and thus counter failures in 

a system; some of these can be found in [Bra07, Sar02, Sar03].  In this step we will map 

only the necessary policies required to address the failures identified in the example of 

Fig. 10. 

 

More specifically, we define reliability policies as ways (directions) to handle 

failures and they include: 

 

• Redundancy - The replication of critical components in a system. 

• Diversity – Requires having several different implementations of software or 

hardware, running in parallel to cope with errors that could arise from a specific 

implementation or design. Diversity is a type of redundancy. 

• Failure Masking – Hide the effects of a failure using redundancy or diversity. 

• Graceful Degradation – This mechanism reduces the functionality of the system 

or service but some functions may remain.  

• Checking and Monitoring – This implies constant checking of the state of a 

system to ensure that specifications are being met.  
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• Containment – Faults are contained within some specific execution domain, 

which prevents error propagation across system boundaries. 

• Recovery – Ways to remove the faults and return the system to operational status. 

 

Fig. 10 shows the handling of the failure “Credit check fails”, from Fig. 9. This 

failure can be handled by Checking and Monitoring to detect the lack of answer from 

some service bureau or by masking by getting the credit check from different bureaus. 

Note that the mapping in Fig. 10 is many-to-many, i.e. a failure can be handled by one 

than one policy.  Different policies have different costs, e.g. it is probably more costly to 

have redundant checks.  Policies may imply also different degrees of reliability, e.g. 

Checking and Monitoring only tells you that a failure occurred but it does not solve the 

problem. 

Figure 10. Example of Mapping a Failure to Policies 

 

5.2.5  Reliability Patterns 

The next stage is to realize each policy using appropriate mechanisms. Patterns 

are realizations of policies and provide solutions, including possible implementations. 
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Three reliability patterns can be found in [Buc09], Fig. 11 shows the mapping of policies 

to patterns (an instance of the model of Fig. 10). For example, Checking and Monitoring 

can be realized using Watchdog and Acknowledgement patterns. 

In some cases, we may need to use several policies to mitigate one type of failure 

in the system. This could be difficult to implement when there are several aspects to 

consider for each policy. However, patterns simplify this problem because a set of 

policies can be integrated to form a composite pattern which can be reused throughout the 

entire system. This serves two purposes: it simplifies implementation, and it supports 

reuse and maintenance of the system [Buc11b]. 

Figure 11.  Example of Mapping a Failure to Policy to Pattern 

 

Table 4, completes the financial institution example with the addition of the 

patterns that are used to realize the policies chosen to deal with each failure. From Table 

1 we saw the solution that is required to prevent a particular failure, now we can see how 

to handle them. 
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Our approach is systematic in that it begins from the application inception stage 

through finding a way to control its possible failures. It is not desirable to add too many 

policies to mitigate simple errors; this can be costly and may slow system performance 

significantly. A risk analysis must be done to weigh the cost of each reliability policy 

versus its benefit. In our approach this is done by evaluating the importance of each use 

case. There are some core policies that are usually included throughout the system such 

as checking and monitoring because this provides a notification that a system 

specification has not been followed. These should be fairly light-weight policies in terms 

of maintenance and cost.  

A question is: have we enumerated and handled all failures?  We do not have a 

formal proof that we have done this. However, the three failure types considered earlier: 

loss of service, erroneous data, and absence of information appear to be the only possible 

ways for a service to fail. Use cases describe all the user interactions with a system.  If we 

consider all the activities in all the use cases and we consider the three types of failure for 

each activity, we can say that we have a fairly complete coverage of the possible failures. 

This analysis should be contrasted with theoretical analysis of reliability using Markov 

models [Sou09] and similar that do not consider the semantics of the application; we 

think we have a better way to handle failures than any solution of that type. 
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Table 4.  Reliability Policies Mapped to the Failures Identified in Fig. 11 

 

 

 

 

Failure Type Failure Reliability Policy   Reliability Pattern 

Erroneous 
Data 

F1 : Failure 
occurs when 
customer 
provides Personal 
information 

• Checking and 
Monitoring 

• Watchdog  or 
Acknowledgement 

Loss of 
Service 

F2 : Credit card 
check fails 

 

• Checking and 
Monitoring 

• Masking 

• Watchdog  or 
Acknowledgement 

• Compar.  using dual 
modular redundancy 
(DMR) 

F3: Account 
creation fails 

• Checking and 
Monitoring 

• Diversity 

• Watchdog  or 
Acknowledgement 

• N-version 
programming (NVP) F4: Deposit fails • Checking and 

Monitoring 
• Masking 

F5: Create 
authorization fails 

• Checking and 
Monitoring 

• Masking 

Erroneous 
Data 

F6: Incorrect card 
number printed 

• Checking and 
Monitoring 

• Masking 

• Watchdog  or 
Acknowledgement 

• Compar.  using dual 
modular redundancy 
(DMR) 

Loss of 
Service 

F7: Card issue 
fails 

• Checking and 
Monitoring 

• Watchdog Checking 
and Monitoring 
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5.3 Summary 

We proposed a systematic approach for describing reliability requirements. This 

approach offers a clear guideline of the steps needed to identify faults and the 

corresponding policies that can be used to counter them. Our approach begins with a 

metamodel to provide a conceptual guideline for our process.  The system use cases lead 

us into their activity diagrams which show where failures can occur during the lifetime of 

a given workflow. Based on the failures identified, we apply mechanisms to stop or 

mitigate these failures. These mechanisms are found by applying appropriate policies. 

Our contributions include the definition and use of reliability policies, a concept not 

normally used in reliable systems [Buc11b]. 

 

As indicated earlier, we do not have a formal proof that we have found all possible 

failures. However, if we consider all the activities in all the use cases and we consider the 

three types of failure for each activity, we can say that we have a fairly complete 

coverage of the possible failures.  

 

Our analysis evaluated the pros and cons of this approach and indicated to us areas 

for improvement. For future work we will investigate the relationship and effects of 

security versus reliability and provide reliability patterns that incorporate several of the 

general reliability policies mentioned in this chapter. Another possibility is formalizing 

the approach using ideas of [Cho07] where safety properties were formalized using 

activity diagrams. Finally, the requirements must be reflected into design artifacts, e.g. 
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replicated web services, fault-tolerant cloud systems, and similar.  We are considering 

those aspects in our current work. Another important use of our enumeration is for 

certification of distributed applications.  
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6. HYBRID RELIABILITY/SECURITY PATTERNS 

6.1 Introduction 

Reliability and Security are both important properties that are required in critical systems. 

A good amount of work, e.g. [Fer11, Har10, Lyu97, Mus08], has been done to include 

reliability in systems. There is also a large amount of work on security patterns [Sch06]. 

Chapter 5 presented an approach to add reliability in the SDLC by identifying possible 

failures in each stage and level of the development process and system architecture. In 

some critical parts of a system we also want to be able to provide security and reliability 

at the same time. We can combine security and reliability using patterns. We present here 

two of these patterns. The Secure Reliability (SecRel) pattern applies security to a 

reliable system, while the Reliable Security (RelSec) pattern applies reliability to the 

functions that provide security in a secure system.  

 

6.2 The Secure Reliability Pattern 

6.2.1 Intent 

Control the use of reliable services or services that have a direct impact on system 

reliability. We can have services implemented using different reliability mechanisms but 
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users may have access to only some of them. The misuse of some services may have a 

strong effect on system reliability. 

 

6.2.2 Example 

Consider a SCADA system which consists of field units, a central controller and 

communications networks. The field units are controlled by the central controller which 

is usually connected to corporate networks and or the Internet. Attackers may be able to 

input commands to the field units resulting in damage or disruption.  

 

6.2.3 Context 

Critical systems or applications that need a high degree of security and reliability 

to operate successfully and where we have services implemented with different degrees 

of reliability according to their criticality.  

 

6.2.4 Problem 

We can have services implemented using different reliability mechanisms but users 

may have access to only some of them. The misuse of some services may have a strong 

effect on system reliability. How do we restrict the use of the system services that affect 

reliability?  The solution to this problem is affected by the following forces:  
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Reliability: 

• We need to control the level of reliability of the system. 

• We can have different implementations of some services according to their 

criticality. 

• Some services affect the system reliability if improperly used; that is, security 

attacks can affect the reliability of the system. 

• The total overhead should be reasonable. 

Security: 

• The system requires a given level of security. Errors can affect the security of 

the system. 

 

6.2.5 Solution 

Separate those services which could affect the reliability of the system and apply 

to them Role-Based Access Control [Sar02] so that only authorized roles can use them; 

apply also a least-privilege policy [Fer11b]. This protects the confidentiality and integrity 

of the service. The structure of this pattern is illustrated in Fig. 12. 
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Figure 12. Class Diagram for the Secure Reliability Pattern 

 

Structure 

In Fig. 12, every user is a member of a Role, and each Role has specific Rights 

associated with it. The Service entity implements a Strategy pattern [Gam94], which 

chooses a Software or Hardware Service, depending on the needs of the application.  

The Reference Monitor enforces the authorized use of the service. 
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Dynamics 

One of the dynamic aspects of the SecRel pattern is described using a sequence 

diagram for the use case “User sends a request for a service”,  shown in Fig. 13. 

 

UC: User sends a request for a service. 

Summary: A user requests a reliability-sensitive service. The request is validated by a 

Reference Monitor. 

Actors: User 

Description: 

• A user requests a service with a given level of reliability or reliability-sensitive. 

• The service invokes a Reference Monitor to check if the user is authorized. 

• If the user is authorized, the request is passed to the service. If not authorized, the 

request is rejected with a violation message to the user. 

• The requested service processes the request. 

Post condition:  

            The request has been processed or rejected. 
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Figure 13. Sequence Diagram for the UC “User requests a service” 

 

6.2.6 Implementation 

To implement the Secure Reliability pattern the following is required: 

1. We must have a set of reliable mechanisms or a set of reliability-sensitive 

services. 

2. A reference monitor system is required to check the rights associated with each 

role before a service is used.  

3. The reference monitor or an authorization service must perform authentication 

before a user is authorized 

4. If the user is remote, a secure channel can be employed to ensure that the request 

of a user is passed securely so as to protect the request in transit.  
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6.2.7 Consequences 

The SecRel pattern presents the following advantages: 

� We can control the confidentiality and integrity of reliability-sensitive services. 

� We can control the use of different degrees of service reliability by selecting 

different reliability mechanisms. 

� The overhead of access control is small. 

The pattern also has some possible liabilities: 

� The authentication and authorization of users take time. 

� Services may be replicated to increase their reliability; however this can increase 

the system overhead in maintaining them. 

 

6.2.8 Known Uses 

• Motorola’s Canopy Platform is a wireless broadband system which enables 

extending broadband networks to deploy data, voice, and video applications 

[Mot04]. This product uses part of the components used in the SecRel pattern. 

• Boeing’s P-8 is a military derivative of the Boeing Next-Generation 737-800. It is 

an advanced anti-submarine and anti-surface warfare aircraft [Boe10]. P-8 uses 

part of the SecRel pattern. 
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6.2.9 Related Patterns 

• Various reliability and fault tolerance patterns which include the Active 

Replication [Buc09], TMR (Triple Modular Redundancy), and NVP (N-Version 

programming patterns. 

• This pattern can be seen as a variation of the Role-Based Access Control pattern 

of [Sch06]. 

• We need Authentication before we can apply Authorization [Sch06].  

 

6.3 The Reliable Security Pattern 

6.3.1 Intent 

Perform reliable authorization enforcement by applying reliability mechanisms to 

the Reference Monitor and to the Authorization rules. 

 

6.3.2 Example 

Consider a SCADA system which consists of field units, a central controller and 

communications networks. The field units are controlled by the central controller which 

is usually connected to corporate networks and or the Internet. Because operations can be 

carried out over a network, this raises a security concern. Also, the field units are usually 

in separate geographical locations from the central controller, therefore extreme weather 

or tampering can affect them. Usually it is also difficult to access them physically to 

repair damages, which raises a general reliability concern. If an error occurs in the 
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security system, attackers can perform malicious actions that can disrupt the operation of 

the system. 

 

6.3.3 Context 

Critical systems or applications that need a high degree of security and reliability 

to operate successfully and where we have services implemented with different degrees 

of reliability according to their criticality.  

 

6.3.4 Problem 

How can we ensure that authorization is always performed correctly in the 

presence of errors? The solution to this problem is affected by the following forces:  

 

Security: 

• The system should always perform authorization correctly in the presence of 

errors. Otherwise, we will have security violations. 

• The total overhead of the reliability mechanisms should be reasonable. 

 

Reliability: 

• Security services should define and enforce security constraints in a reliable way. 
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6.3.5 Solution 

Apply reliability mechanisms to the Reference Monitor and to the Authorization 

rules. 

 

Figure 14. Class Diagram for the Reliable Security Pattern 

 

Structure 

The structure of this pattern is illustrated in Fig. 14. All user Requests are 

evaluated by the Reference Monitor, which has access to the Authorization Rule Set. 

When the user sends a request, the Reference Monitor intercepts it and checks the rights 

(rules) associated with the request.  
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The Reliable Reference Monitor incorporates standard reliability mechanisms 

[Buc09], The Authorization Rule Set also includes a reliability mechanism. The 

Response defines the decision from the Reference Monitor and must match the Request. 

 

Dynamics 

UC: User requests a service. 

Summary: A user sends a request, and the request is validated by a Reference Monitor. 

Actors: User 

Description: 

• The user requests some service. 

• If the user is authorized his request is processed. 

• A response is sent in response to the user’s request. 

 

Post condition:  

            The request has been approved or rejected. 
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Figure 15. Sequence Diagram for the UC “User Requests a Service” 

 

 

6.3.6 Implementation 

To implement the Reliable Security pattern the following is required: 

• We need a variety of reliability mechanisms that can be applied to the security 

services, e.g., those described in [Buc09, Buc11c]. 

• The reference monitor must perform authentication before a user can send a 

request. 

• If the user is remote, a secure channel can be employed to ensure that the request 

of a user is passed securely so as to protect the request in transit.  
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6.3.7 Consequences 

The RelSec pattern presents the following advantages: 

• We can implement different degrees of reliability for the security services by 

selecting different mechanisms. 

• Security checks will be reliable because all security components are reliable. 

• The overhead of access control can be small because we can use reliability 

mechanisms that are not very complex and can be controlled to have small 

overhead. 

The pattern also has some possible liabilities: 

• The reliability mechanisms add some overhead. 

• The system is more complex compared to a system without reliability 

mechanisms. 

 

6.3.8 Known Uses 

• Trumba Connect is web-hosted active event publishing solution that provides 

organizations with a two-way communication vehicle between events published 

on their websites and the personal calendaring systems used by their site visitors 

[Tru11]. It uses part of the RelSec pattern. 
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6.3.9 Related Patterns 

• The Authentication pattern provides facilities for authenticating a user in a system 

[Sch06]. 

• The Authorization pattern provides a way to define authorization for the users to 

the resources of a system [Sch06]. 

• The Reference Monitor pattern checks if the process has the rights to access the 

object [Fer11b, Sch06]. 

• The Strategy pattern can be used to select the most suitable options to apply 

reliability [Gam94]. 

 

6.3.10 Reliability Patterns 

There is a significant amount of work on security patterns, including catalogs of 

patterns [Sch06], surveys [Yos08], and analysis of their uses and possibilities, e.g., 

[Vil11]. The same is not true for reliability patterns; only a few patterns have appeared, 

e.g., [Buc09, Sar02]. Security patterns have shown to be quite useful for designing secure 

systems [Fer06] and the same can be expected for reliability patterns. Before that 

happens, we need a good and complete catalog of reliability patterns. As far as we know, 

nobody has tried to combine security and reliability patterns, although methodologies 

trying to combine these two aspects already exist, e.g., [Mus08]. Some work tries to build 

directly reliable architectures by applying the patterns through tactics [Har10]. Another 

approach tries to insert the patterns in specific points in the architecture [Tic06]. We 
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believe that a systematic methodology, considering all the stages of the lifecycle is 

necessary.  

 

6.4 Summary 

There are situations, mostly in critical systems, where the need to apply security to 

reliable systems and where the authorization systems should not fail. The two patterns 

presented here attempt to combine aspects of reliability and security to allow the 

implementation of systems that require very high levels of both features. The patterns are 

a part of our methodology to build critical systems but also have independent value. 

 

Patterns provide a clear way for inexperienced designers to add reliability or security 

into their designs, but they require a good catalog of patterns that can fit all the system 

needs; these two patterns can be part of such a catalog. We already have a fairly complete 

catalog of security patterns [Fer02, Sar02], so we need to find more reliability patterns as 

well as combined patterns as those shown here. The patterns presented here can be used 

in the analysis stage but they need to be extended to reflect the environment where they 

will be used; e.g., reliability in web services [Buc09b]. The use of patterns fits well with 

Model-Driven approaches [Mus08].  
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7. FAILURE PATTERNS 

7.1 Introduction 

We introduce here the concept of failure patterns. Their function is to describe how 

a fault propagates throughout the system until it produces a failure, which system 

components are affected, and how to mitigate or stop the effects of the failure. Several 

incidents have occurred which has fueled research efforts on failure prevention. Between 

1985 and 1987 six patients received too much radiation from the Therac-25 machine that 

resulted in serious health damage [Lev93]. Boeing aircraft have experienced failures 

which resulted in fatalities on several separate occasions [Boe10b]. The Northeast and 

Midwestern United States and Ontario, Canada experienced a massive power blackout in 

2003 due to a power surge in the electricity power grid system [Nys04]. There is also the 

possibility of intentionally provoked failures. Failure patterns complement reliability 

patterns [Buc12] by providing a way to show how failures occur, and how they can be 

avoided. They also help to classify failures, their affected components, and allow for the 

reconstruction of failures in the system. We adapted the template used by misuse patterns 

for security attacks to describe failure patterns [Fer07].  
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7.2 Failure Patterns 

Faults are manifested as errors, which in turn are manifested as failures [Avi04]. A 

failure pattern describes how a failure is produced from a fault, identifies the components 

which are involved in the failure, the specific errors which allowed the failure to occur, 

and the effect of the failure on the system. If the failure was intentional (instead of 

produced by an accidental fault), it can also be described. The failure pattern also 

provides a solution to avoid this failure in the form of reliability and security patterns, as 

well as a way to store and analyze the information collected at each stage of the failure. 

 

Due to their dynamic descriptions, failure patterns allow countermeasures to be 

included to mitigate the identified failures.  

 

The primary characteristics of a failure pattern can be summarized as: 

• It shows how a fault is manifested in a given system until it produces a failure.  

• It helps to identify countermeasures to avoid or mitigate failures. 

• It allows the reconstruction of a failure scenario by seeing its effect in specific 

units. 

• It provides a guide of application for software development to follow that helps to 

reduce failures. 

 

We describe failure patterns using the POSA template, which has been used to 

describe security [Sch06], and reliability patterns [Buc11]. We have tailored this template 
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to fit the purpose of failure patterns. We utilize a failure scenario to illustrate how failures 

can manifest and affect the system. The failure pattern builds on the template used for 

reliability patterns by adding two additional sections, namely forensics and 

countermeasures. The forensics section identifies failure effects to reconstruct how the 

failure happened. This is especially important for intentional failures, but it can also be 

useful for accidental failures [Buc12b]. 

 

We now enumerate each section of the failure pattern’s template: 

• Name - The name of the pattern should correspond to the generic name given to 

the specific type of failure in standard failure repositories such as CFDR [Use09]. 

• Intent or thumbnail description - A short description of the intended purpose of 

the pattern, including which problem produced a given failure or how an attacker 

would induce a given failure. 

• Example of a specific problem where a fault produced a failure in an unprotected 

system. 

• Context -This section describes the general environment, including the conditions 

under which the failure may occur. These may include minimal countermeasures 

usually present in the system as well as typical errors of this kind of system. 

• Problem - Defines how the fault successfully propagates and produces the failure 

in an unprotected system. From an accidental or intentional perspective, the 

problem is how to find a way to produce a failure in the system. An additional 

problem occurs whenever a system is protected by some anti-failure mechanisms. 
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The forces indicate what factors may be required in order to produce the failure 

and in what way; for example, which errors can allow its propagation. Also, 

which factors may obstruct or delay producing the failure. 

• Solution - This section describes how the fault propagation or error can cause a 

failure. UML class diagrams show the system before and during the failure. 

Sequence diagrams show how the fault propagates through the units of the system 

and becomes a failure. State or activity diagrams may add further detail. 

• Known Incidents - Specific incidents where this failure occurred. Details of past 

failures are useful to decide where to look for evidence and how to stop the 

failure. 

• Consequences - The benefits and drawbacks of a failure pattern from a reliability 

viewpoint. Is the effort and cost for stopping the failure commensurate with the 

results obtained? Which are the possible sources of failure? 

• Countermeasures - This is a new section compared to the templates for 

reliability and security patterns. It describes the dependability measures necessary 

in order to stop, mitigate, or trace this type of failure. This implies an enumeration 

of which reliability patterns are effective against this failure.   

• Where to Look for Causes - This section may includes the identification of 

which units allowed the propagation of the fault, and may contain relevant 

information to trace back the failure. 
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• Related Patterns - Discusses other failure patterns with different objectives but 

performed in a similar way or with similar objectives but performed in a different 

way. 

 

7.3 Failure Pattern: Incorrect Status Message in Safety-Critical Systems 

7.3.1 Intent 

Many systems can endanger humans if their indicators fail, e.g., a radiation 

treatment machine or an airplane inflight. The operator may not realize that some 

operation occurred or not and can act on a given indication thus provoking a failure. 

 

7.3.2 Example 

The Therac-25 machine was used at the Ontario Cancer Foundation to perform 

radiation treatment on a patient for carcinoma of the cervix [Lev93].  Fig. 16 shows the 

general layout of the radiation room and the different units of the machine. The operator 

activated the machine but it shut down after five seconds displaying a “no dose” message 

indicating a treatment pause. The operator reactivated the machine and the same thing 

occurred. Since the machine did not show that a dose was delivered, the operator tried 

again to deliver the correct dose. However, the same thing occurred as in the first attempt. 

The operator attempted the same procedure four more times. After the treatment ended, 

the patient complained of a burning sensation in the treatment area. Several weeks after 

the treatment, the treatment area was excessively swollen, and the patient complained of 
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hip pain and burning. The patient died from cancer; however, the overdose resulted in hip 

damage which could only have been corrected with a hip replacement [Buc12b]. 

 

7.3.3 Context 

Health care facilities that use systems to perform critical procedures on patients.  

These systems have status indicators that show if a operation has been applied. An 

example was described above. Aircrafts that display indications to operators to make 

critical decisions in flight. 

 

 

Figure 16. Radiation Treatment Machine [Lev93] 
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7.3.4 Problem 

How erroneous operator message failures originate and propagate? They can result 

because of the following susceptibilities in typical machines: 

• Incorrect design of the hardware and software components [Lev93]. 

• Incorrect user manual, which does not describe in detail error codes [Lev93]. 

• Faults in any component, e.g., an electronic display may have a broken light bulb 

(indicator). 

• The user interface receives or produces an erroneous value. 

 

7.3.5 Solution 

A hardware or software fault in the functional or control unit may send erroneous 

status indications to the display. A fault in the display, in the interface, or in the 

functional unit, may produce a similar effect.   

 

Figure 17. Class Diagram for Failure Pattern 
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Fig. 17 illustrates the structure of the system. The Operator utilizes an Interface 

to send commands to the Functional Unit.  The Display shows Messages that are 

returned when a particular operation is selected by the operator and also the status of the 

units.  Fig. 18 shows how a fault propagates until it shows an erroneous indication 

because either the functional unit is faulty or the display is faulty.  

Figure 18. Sequence Diagram – Showing an Erroneous Status Display 

 

7.3.6 Consequences 

The advantages of this pattern are: 

• Incorrect design or malfunction of the functional unit that carries out patient 

operations may produce a wrong status message in the system. 

• Malfunction of the display could produce an erroneous indication. 

• A wrong user manual could confuse and mislead the operator. 

Possible sources to produce a failure: 
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• The functional unit, interface, and display can be single points of failure, and are 

the places to check to detect faults. 

 

7.3.7 Countermeasures 

Fig. 19 shows the countermeasures that were added to Fig 17, to stop or mitigate a 

failure. Stereotypes refer to the patterns applied to some units. 

 

Figure 19. Class Diagram for Failure Pattern With Failure 

 

 

The Operator utilizes an Interface to manipulate the health care machine. The 

operator must be authorized before using the Interface; this authorization is defined by 

the Right association class. Through the Interface, the operator can select different 
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operations. The display shows the Message that is produced when a particular operation 

is selected or from status indications. The Display has Redundant Display Indicators. The 

Functional Unit includes three functional units that conduct the same processing and 

vote on the correct output. The Redundant Failure Reference Monitor ensures that a 

selected operation matches the messages produced as output to the operator. This helps to 

ensure that the correct status is given for each operation selected by the operator.  

 

Additionally, failures can be mitigated or stopped using the following suggestions:  

• A failure which results in absence of service can be identified with an 

acknowledgement pattern to signal that some error has occurred in the system. 

• A loss of data failure can be detected by the reference monitor, which validates 

the output from the components before it is exhibited on the display. 

• The display indicators should be redundant so that messages can always be 

displayed at all times. 

• Error messages should be simple and describe clearly what failure has occurred.   

• Including fail safe states can help handle failures and warn operators so that some 

predefined course of action is always taken [Pri07]. 

• Care should be taken to have clear user manuals. 

 

Additionally the following forensic mechanisms are possible: 

• Logs in the functional unit and other components, can provide a trail of activities 

that were completed and those that were in progress when a failure occurred. 
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• A failure analysis tool for hardware, and software related faults and errors can 

also provide additional information to identify flawed components [Wed09]. 

• Fault injection techniques can be used to trace and reconstruct a particular failure 

[Hsu97]. 

 

7.3.8 Where to Look for Causes 

Fig. 2 shows the classes which are most susceptible to failures: the interface, 

functional unit, and display classes. We can check what information was sent to the 

interface and functional units if these classes keep a record of their message history. 

 

7.3.9 Known Incidents 

• The Therac-25 incident of 1993 [Lev93], described in the example.  

• A Spanair MD-82 jetliner crashed on take-off because the flaps had not been 

extended and the alarm for that condition had not sounded [Cbs09]. 

• OREX is a radiology reader with built-in redundancy to counter failure [Ore03]. 

 

7.3.10 Related Patterns 

Many of the solutions mentioned to mitigate the problem of erroneous messages have 

been used in some safety-critical machines to reduce failures.  
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• Triple Modular Redundancy (TMR) Pattern - An approach which uses three 

systems to perform a process and the result is processed by a voting system to 

produce a single output. If any one of the three systems fails, the other two 

systems can correct and mask the fault. If the voter fails then the system will fail 

[Buc12]. 

• Reliable Security (RelSec) Pattern - Applies reliability to the functions that 

provide security in a system [Buc11c]. 

• Acknowledgement Pattern - As, indicated, it can check for an absence of events 

[Buc09]. 

 

7.4 Summary 

We have introduced the concept of failure patterns as a systematic description of the 

steps which lead to a failure as well as an indication of the countermeasures needed to 

avoid or mitigate those failures. We illustrated the use of the failure pattern with an 

example of a radiation machine to show failures, which is similar to those that appeared 

in the Therac-25. Failure patterns are complementary to dependability patterns which 

prevent failures. They are effective when used for building machines that carry out 

crucial functions. In future work, we intend to integrate this approach with our 

methodology to build reliable and critical systems [Buc11b]. Additionally, we are 

building a catalog of failure patterns that can be used to analyze failures [Buc12b]. 
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8. TOWARDS PATTERN-BASED RELIABILITY CERTIFICATION OF 

SERVICES (CERTIFYING RELIABILITY) 

8.1 Introduction 

When Service-Oriented Architectures (SOA) came of age, no specific reliability 

technology for web services was available; instead, reliability mechanisms designed for 

web servers, such as server redundancy was used. Later, standards for reliable service 

invocation like WS-Reliability and WS-ReliableMessaging emerged [Buc09], but the 

problem of achieving reliability of SOA-based web services remains unsolved. When 

trying to address the problem of Web service reliability, one has to recognize that many 

of the features that make SOAs attractive, such as run-time service recruitment and 

composition, conflict with traditional reliability models and solutions. Reliability relates 

to a system's ability to function correctly in the presence of faults. This ability is 

traditionally achieved at system design time; but on a SOA - especially one hosted on a 

virtual execution environment such as a Cloud - the “system” that will execute a given 

business process instance is put together at run-time via service discovery and selection. 
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How can we ensure that the overall reliability requirements will be met? In 

particular, how can we assure to a user of a service that she can rely on this service? We 

propose here an approach to answer the question above which consists of reliability 

certificates of services which attest reliability properties using reliability patterns. In our 

approach, a web service reliability certificate is a machine-readable representation of the 

reasons why a given service claims to be reliable, including the reliability mechanisms on 

which the service relies and the reliability patterns used to implement it.  

 

As we shall see in the following, we use a POSA format to describe reliability 

patterns, which provides a concise yet expressive way to specify how a given reliability 

mechanism is included in the design of the pattern [Bus96]. Like in other certification 

schemes, we envision that the party taking responsibility for a reliability claim will 

digitally sign the corresponding reliability certificate. Depending on the business 

scenario, the signing party can be the service supplier itself, or a third party accredited in 

the framework of a regulated certification process, as the ones adopted for life-or 

mission-critical application [Dam09]. Such certificates can then be used at service 

discovery time to make sure that the reliability requirements of a business process are met 

by all the services assembled to execute it. Other approaches to certification of web 

services use tests to prove that a service meets some requirements [Ani11]. Another 

major difference between our reliability certificates and other types of Service Level 

Agreement-style metadata is runtime monitoring of reliability using reliability patterns 
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[Ani11, Dam09, Obr07]. Indeed, the SOA framework makes it possible to instrument 

web services for monitoring the reliability mechanism implemented by the pattern 

mentioned in the certificate. At service discovery time, monitoring rules can be evaluated 

to check whether the certificate is still valid or not for a specific process execution, 

without requiring recertification.  

 

8.2 Using Patterns for Improving Reliability and Certification 

The widespread diffusion of Web services and SOA is raising the interest for SOA-

based implementation of life-and mission-critical applications for which reliability is a 

crucial requirement. Often, in a traditional component-oriented scenario, reliability is 

added to the systems after the implementation phase, but experience has shown that this 

is not the most effective way to implement reliable services [Hol95, Mus08]. Our long-

term objective is to define an approach for building reliable services that incorporates 

reliability in every phase of the system design and throughout the entire software 

development life cycle [Chapter 4].  

 

Once a system is built using some methodology that uses reliability patterns, we 

need a way to show it has reached a given level of reliability. In a SOA environment we 

can go even further; we can certify that the services satisfy some reliability properties 

making digitally signed information available at run-time, e.g. in a SOA-based business 

process enactment. In our approach, this information includes the reliability pattern used 
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in the service implementation. Therefore, we start by looking at some patterns to 

ascertain their effect on the reliability of a service [Buc11d]. 

 

8.2.1 A Reliability Pattern Solution 

A reliability pattern includes a section which describes its solution (see Fig 1). 

This section includes a class diagram illustrating the structure of the solution and 

showing the class functions, and their relationships. For convenience we will be using the 

diagrams from chapter 3 to explain our solution. Fig. 20(a) depicts an example of a class 

diagram for the Acknowledgement pattern whose intent is “to detect errors in a system by 

acknowledging the reception of an input within a specified time interval" [Buc09]. In the 

Acknowledgement pattern, the Sender in conjunction with the Timer constitutes the 

Monitoring System, and the Receiver in conjunction with the Acknowledger entity 

constitutes the Monitored System. In particular, the Sender is responsible for contacting 

the Monitored System. Whenever the Sender has sent the input to the Receiver, the 

Timer, that is responsible for counting down the timeout period every time an input is 

provided to the Monitored System, is activated. Upon receiving an input by the Sender, 

the Receiver notifies the Acknowledger. The Acknowledger is then responsible for 

sending an Acknowledgement to the Timer for the received input. If the timeout period of 

the Timer expires after N consecutive counts without receiving an Acknowledgement 

from the Monitored System, the Timer detects an error on the Monitored System and 

notifies the Sender. The sequence diagram in Fig. 20(b) provides the dynamics of one of 
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the use cases of the pattern's solution. The two diagrams can be analyzed by transforming 

them into a formal representation and conducting some model checking to test that they 

perform some reliability function, that is, they avoid some failure [Buc11d]. 

 

Figure 20. Class Diagram (a) and Sequence Diagram (b) for the Acknowledgement 

Pattern 

 

8.2.2 A Priori Validation of Reliability Patterns 

A priori validation of service reliability can provide an estimation of the level of 

reliability that can be achieved before the actual system is implemented. A priori 

validation can be performed using the consequences and the failure/fault coverage of a 
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reliability pattern used in building the service. The consequences of a reliability pattern 

describe the advantages and disadvantages of using the pattern. This information can be 

used a priori to compare patterns. A widely used criterion is the amount of computational 

resources required by the pattern. The failure/fault coverage of a pattern, instead, is 

described as the number of failures that can be identified, masked, contained, or 

recovered with its use. This information can also be used for a priori selection of a 

pattern. For instance, the Dual Modular Redundancy (DMR) pattern can detect one fault 

but does not mask any faults; the Triple Modular Redundancy (TMR) pattern can detect 

two faults and mask one; the N-Modular Redundancy (NMR) pattern can detect (N-1) 

faults and mask (N-2) faults. Thus, the DMR pattern provides a lower level of reliability 

than the TMR pattern. Similarly, NMR provides a higher level of reliability than TMR. 

Fig. 21 illustrates the structure of NMR. The analysis of pattern consequences and 

coverage permits comparing functionally equivalent services a priori (i.e., before they are 

invoked) on the basis of the level of reliability provided by the corresponding patterns. In 

this dissertation, however, we will focus on a posteriori reliability certificate checking. 
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Figure 21. Class Diagram for the NMR Pattern 

 

 

8.2.3 A Posteriori Validation of Reliability Patterns 

A posteriori validation of service reliability is an evaluation of the level of 

reliability provided by a given service implementation in a specific execution 

environment. We can assess the level of reliability in an implemented system that was 

built with the use of reliability patterns by evaluating different reliability metrics. There 

are many metrics in the literature [Ber09, Kop96, Lyu95, Lyu98, Pan11, Wal05, Wal07] 

that can be used to calculate the reliability using data collected by monitoring an 

implemented system. We have selected some reliability metrics from the literature and 

proposed some of our own. Metrics (see Tables 5 and 6) are classified based on time- and 

cardinality-related failures. Such metrics correspond to the five reliability policies 

discussed earlier in Chapter 2. Additionally, the metrics in Table 4 and Table 5 are easily 
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measurable in a SOA environment, using available logging services and toolkits [Cha07, 

Mic11]. The metrics and related monitoring features can be used to enhance a priori 

comparison of services by taking into account the service implementation. 

 

8.3 Machine Readable Certificates for Reliable Services 

Current software Certification schemes for security and dependability (e.g., 

Common Criteria [Her02]) provide human-readable, system-wide assurance certificates 

to be used at deployment and installation time. This type of certificates does not match 

the requirements introduced by a SOA in terms of runtime selection and composition of 

services. A solution providing machine-readable certificates is therefore required. 

Similarly to the definition of security property in [Ani11], here we define a concrete 

specialization of the reliability property as the one that provides enough information to 

support monitoring procedures aiming to establish if the property holds or not. 

 

Table 5. Time-related Reliability Metrics 

Reliability Policy Metric: Time 
Related 

Description 

Redundancy - 
Invokes one or more copy 
of the same mechanism. 

Time-to-Failure 
(TTF) 

The time the service runs 
before failing 
  

Time-of-Failure (TF) The time at which a failure 
occurs 

Mean Time to Fail 
(MTTF) 

The average time it takes for 
the system to fail 

Failure Occurrence 
Rate (FOR) 

The rate at which failures 
occur when the system is 
active 

Mean Time Between 
Failures (MTBF) 

This is the average time passed 
before failure occurs in the 
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Reliability Policy Metric: Time 
Related 

Description 

system. 
Diversity -Invokes one or 
more copy of a particular 
mechanism that performs 
the same function. 

Time-to-Failure 
(TTF) 
 

The amount of time the service 
runs before failing 

Time-of-Failure (TF) Captures the time when the 
failure occurred 

Monitoring -Checks the 
system continuously to 
identify failures and sends 
alerts. 
 

Response-Time (RT) The amount of time it takes to 
send an alert. 

Time-to-Identify-
Failure (TIF) 

The time it takes to identify 
that a failure has occurred in 
the system. 

Time-to-Failure 
(TTF) 

The time the service runs 
before failing. 

Diagnosis- Identifies the 
source of failure. 
 

Investigation-Time 
(IT) 

The time it takes to identify 
the unit that has failed. 

Mean-time-to-
Investigate (MTTA) 

The average time it takes to 
investigate a failure. 

Masking- Hides the effects 
of a failure. 

Time-to-Replace-
Failed-Component 
(TRFC) 

The time it takes to replace a 
failed component. 

Containment- confines a 
failure to stop its 
propagation. 

Time-of-Failure-
Arrest (TFA)   

The time at which the failure 
was confined. 

Time-to-Arrest-
Failure (TAF)  
 

Time it takes to confine the 
failure so that it does not 
propagate throughout the 
system. 

Recovery- Erases failure 
and restores normalcy. 
 

System-Recovery-
Time (SRT) 

The time needed for the 
system to recovery from a 
failure and return to a failure 
free operational state. 

Time-to-Recover 
(TTR ) 

The time needed to repair and 
restore service after a failure. 

 
 

In other words, a concrete definition of reliability specifies the mechanism in 

place to assert it (e.g., a redundancy mechanism) and the faults/failures the property is 

meant to support (e.g., loss of service failure). This information is represented as a set of 
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class attributes specifying the mechanisms and/or the faults/failures. For instance, we can 

define a specialization of the reliability property whose class attributes are: 

mechanism=redundancy, level=4, swapping time=10ms, and failure=loss of service 

failure. Besides the mechanisms and faults used to assert reliability, our machine- 

readable certificate includes all the other information in the reliability pattern used in 

service implementation and any available evidence supporting reliability. As indicated 

earlier, our certificates are designed to be checked a posteriori; that is, on a working 

implementation of a service (Section 8.3). Evidence is based on indicating which patterns 

were used in the construction of the services in order to implement specific policies. 

Further evidence consists of a set of metrics that must be continuously monitored and 

updated using monitoring rules [Buc11d]. 

 

Table 6. Cardinality-related Reliability Metrics 

Reliability Policy Metric: 
Cardinality 
Related 

Description 

Redundancy -Invokes one or 
more copy of the same 
mechanism. 
 

Number-of-
Simultaneous-
Failure (NSF) 

The number of failures occurring at 
the same time 

 
Number-of-
Invocation(NI)  

Total number of calls made to a 
service 

Number-of-Failure 
(NF)  

Total number of failures that 
occurred in the system 

Number-of-
Expected-Failures 
(NEF ) 

The expected number of failures 
over a time interval 

Diversity- Invokes one or 
more copy of a particular 
mechanism that performs the 

Number-of-
Simultaneous-
Failure (NSF)  

The number of failures occurring at 
the same time 
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Reliability Policy Metric: 
Cardinality 
Related 

Description 

same function. 
 
 

Number-of-
Invocation(NI)  

Total number of calls made to a 
service. 

Number-of-Failure 
(NF)  

Total number of failures that 
occurred in the system 

Number-of-
Expected-Failures 
(NEF)  

The expected number of failures 
over a specified time interval 

Monitoring- Checks  the 
system continuously to 
identify failures and sends 
alerts 

Number-of-Failure-
Alerts (NFA) 

The total failure alerts sent 

Number-of-
Successful-
Acknowledgements 
(NSA)  

The total number of successful 
acknowledgements sent 

Diagnosis- Identifies the 
source of failure. 
 

Number-of-
successful-
Investigations 
(NSI)  

The total number of times when the 
source of a failure is identified 

Number-of-
Unsuccessful-
Investigations 
(NUI)  

The total number of times when the 
source of a failure is not identified 

Masking-Hides the effects of 
a failure. 
 

Number-of-Failed-
Components-
Replaced (NFCR) 

The total number of times a failed 
component is replaced 

Containment- Confines a 
failure to stop its 
propagation. 

Number-of-
Confinement-
Attempts (NUA) 

The total number of times a 
confinement attempt is made 

Number-of-
Resource-Needed-
to-Contain-Failure 
(RNCF) 

The percentage of system resources 
that was needed to prevent the 
failure from propagating throughout 
the system 

Number-of–
Successful-Failure-
Arrest (NSFA):  

The total number of times a failure 
was detained 

Number-of–
Unsuccessful-
Failure-Arrest 
(NUFA):  

The number of times a failure was 
not detained 

Recovery- Erases failure and 
restores normalcy. 

Number-of-
Successful-

The total number of successful 
recoveries 
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Reliability Policy Metric: 
Cardinality 
Related 

Description 

Recovery (NSR) 

Number-of-
Unsuccessful-
Recovery (NUR):  

The total number of failed or 
aborted recovery attempts 

Mean-time-to-
Recover (MTTR) 

The average time it takes to recover 
from failure in the system 

 
More in detail, our machine-readable certificates for reliability include the following 

information: 

• Reliability property: a description of the concrete reliability property including 

class attributes with reference to mechanisms/faults used to assess it. 

• Reliability pattern: a concise description of the reliability solution. We adopt the 

POSA template to describe reliability patterns. 

• Evidence: a set of elements that specify the metrics and monitoring rules used for 

supporting the reliability in the certificate as follows: 

• Set of metrics: the metrics used to verify that a given property holds. For 

each metric, we define the expected value that is requested for the metric. 

Some of the metrics may be qualitative. 

• Monitoring rules: the rules used for monitoring the metrics in the 

evidence. Each rule contains a human-readable description and a reference 

to a standard toolkit for reliability monitoring on SOAs that permits to do 

the measurements of the corresponding metrics (Several commercial 

products are available, including the Microsoft Reliability Monitor 
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[Mic11]). A violation of the monitoring rules produces a runtime 

revocation of the certificate. 

 

Fig. 22 shows the XML schema of the reliability certificate, which includes all the 

information described above. We note that the certificate contains the link to the certified 

service (ServiceBinding element), the reliability property (Property element), and the 

pattern used for the implementation (Pattern element). It also contains the evidence, 

composed by a set of monitoring rules (MonitoringRules element) and a set of metrics 

(Metrics element). The Monitoring Rules element includes a set of rule groups 

(RuleGroup element) that in turn contain a set of rules each one with an ID attribute. The 

Metrics element contains a set of metrics each one specifying the id of the rule to which 

the metric refers (RuleID attribute), the runtime and expected values for the metric, and 

an operator that specifies how to compare the two values. The runtime validity of the 

certificate is obtained by monitoring each rule in the evidence and comparing the metric 

runtime values with the expected values. This comparison can be simple (e.g.,equality or 

inequality) or complex (e.g., including tolerance, bounding values). When we come to the 

evaluation of the validity of the certificate for the service, we have to consider that all 

rules assume a boolean value at each time instant. A rule assumes value true if and only if 

all metric elements that refer to it are satisfied (i.e., the runtime value is compatible with 

the expected value). Rules in the RuleGroup element are then ANDed, while different 

RuleGroup elements are ORed, finally producing a Boolean value for the Monitoring 

Rules evidence. If it is true, the certificate is valid, otherwise it is revoked.  



 

 

 

We now provide two examples of XML

implementing TMR and DMR patterns, respectively.

Figure 2
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We now provide two examples of XML-based certificate for the service Voter 

implementing TMR and DMR patterns, respectively. 

Figure 22. XML Schema of the Reliability Certificate

based certificate for the service Voter 

ertificate 
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Example 1. Fig. 23 shows an example of an XML-based certificate that proves 

the property Reliability for a Voter service available at the endpoint 

http://www.acme.com/wsdl/voter.wsdl. The Voter implementation follows the TMR 

pattern and includes a single RuleGroup element with two rules. The TMR requires 

software redundancy including at least three parallel instances of the service. The first 

rule (rule 1) requires to continuously count all available service instances, using a toolkit 

function called CountingRedundancy(). The second rule (rule 2) requires that in case of 

an instance failure, the recovery time is measured. This measure is done via a function 

called EvaluateRecovery-Time(). The number of available instances and the recovery 

time are used in the Number-of-Simultaneous-Failure (NSF) and Time-to-Recover (TTR) 

metrics, respectively. In particular, the expected value for the number of available 

instances (or in other words the number of simultaneous failures the system can manage) 

is three, while the recovery time is one minute. The operators used in the comparison are 

both. Since the runtime values of the metrics in the certificate are equal to/greater than 

the expected values, the certificate is valid.  
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Figure 23. An Example of a Valid Certificate 

 

 

Example 2. Fig. 24 shows an example of XML-based certificate that does not 

prove the property Reliability for the Voter service available at the endpoint 

http://www.acme.com/wsdl/voter.wsdl. This Voter implementation follows the DMR 

pattern. The monitoring rules and metrics are the same as the ones in Example 2, except 

for the expected value of Number-of-Simultaneous-Failure (NSF) metric that is equal to 
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two. Since the runtime value of the redundancy metric is less than the expected value for 

the metric, the monitoring rule rule one is not satisfied and the certificate is revoked. A 

final aspect to consider is the integration of the reliability Certification process and 

metadata within the SOA infrastructure. We need to provide a solution that allows clients 

to select the service that best fits their reliability requirements at runtime, on the basis of 

the information specified in the reliability certificate. This selection is performed by 

matching client requirements with service certificates. 
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Figure 24. An Example of a Revoked Certificate 

 

 

8.4 An Architecture for Checking Reliability Certificates 

Let us consider an enhanced SOA infrastructure composed by the following main 

parties. i) Client (c), the entity that needs to select or integrate a remote service based on 

its reliability requirements. ii) Service provider (sp), the entity implementing remote 

services accessed by c. iii) Certification Authority (CA), an entity trusted by one or more 
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users to assign certificates. iv) Evaluation Body (EB), an independent, trusted component 

carrying out monitoring activities. EB is trusted by both c and sp to correctly check the 

certificate validity on the basis of the monitoring rules and metrics. v) Service Discovery 

(UDDI), a registry of services (e.g., [Tsa03]) enhanced with the support for reliability 

certificates and requirements. 

 

Our service invocation process enhanced with reliability certification is composed 

by two main stages (Figure 6). In the first stage (Steps 1-2), CA grants a reliability 

certificate to a service provider sp based on a service implementations and a reliability 

pattern. In the second stage (Steps 3-9), upon receiving the certificate for the service s, sp 

publishes the certificate together with the service interface in a service registry. Then the 

client c searches the registry and compares the reliability certificates of the available 

services. Once the client has chosen a certificate, it will ask the trusted component EB to 

confirm its validity. EB checks that the corresponding monitoring rules hold and returns a 

result to c. If the result is positive, c proceeds to call the service. 

 

 

 

 

 

 



 

 

Figure

 

Fig. 7 summarizes this approach. The identified potential misuses and failures of a 

web service are neutralized by the application of policies. The policies are realized using 

security and reliability patterns. Regulations that apply to the service are also realized by 

patterns. Misuses and failures are obtained from the analysis of use cases (see Chapter 

and expressed as misuse and failure patterns (

patterns can also be used to define service tests. 
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Figure 25. A SOA Enhanced with Reliability Certification

7 summarizes this approach. The identified potential misuses and failures of a 

web service are neutralized by the application of policies. The policies are realized using 

nd reliability patterns. Regulations that apply to the service are also realized by 

patterns. Misuses and failures are obtained from the analysis of use cases (see Chapter 

and expressed as misuse and failure patterns (see Chapter 7). The misuse and fai

patterns can also be used to define service tests.  

 

 

 

 

A SOA Enhanced with Reliability Certification 

 

7 summarizes this approach. The identified potential misuses and failures of a 

web service are neutralized by the application of policies. The policies are realized using 

nd reliability patterns. Regulations that apply to the service are also realized by 

patterns. Misuses and failures are obtained from the analysis of use cases (see Chapter 5), 

). The misuse and failure 
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Figure 26. Using Patterns to Certify Web Services 

 

 

8.5 Summary 

The SOA paradigm, which supports runtime selection and composition of services, 

makes it difficult to guarantee a priori the reliability of a process instance. In this chaper, 

we presented a technique based on machine-readable reliability certificates using 

reliability pattern. In our work, we used certificates to conduct a posteriori evaluation of 

reliable services. We are currently extending our approach to support a wider number of 
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reliability patterns. Also, we are working on the integration of other types of 

dependability evidence.  
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9. DISSCUSSION AND RELATED WORK 

In this section we show how the different concepts described in the previous chapters 

relate to each other. Fig. 27 illustrates how the dependability patterns surveyed here 

provide insight for the need to describe new patterns, rewrite existing patterns, and 

defining a methodology to develop reliable systems. The enumeration of failures supports 

the methodology and allows for a more detailed guide in identifying and countering 

failures in the system. 

Figure 27. Metamodel of Our Approach to Build Reliable Systems 
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The survey, the failure enumeration and the methodology are useful individually 

or in combination to identify reliability patterns. Once the reliability patterns are selected, 

they can be implemented as a web service or as any other software implementation. The 

implementation of a reliability pattern can be analyzed using failure patterns and can also 

be certified using the approaches described in Chapters 7 and 8, respectively. 

 

Now that we have a high level view of our approach, it is important to understand 

how our work compares with those who have done similar work. Our work is focused on 

reliability which is a key property of dependability.  There is a significant amount of 

work on security patterns, including catalogs of patterns [Sch06], surveys [Yos08], and 

analysis of their uses and possibilities, e.g., [Vill05]. The same is not true for reliability 

patterns; only a few patterns have appeared e.g., [Fer09, Sar02, Sar03]. Security patterns 

have shown to be quite useful for designing secure systems [Fer06] and the same can be 

expected for reliability patterns. Before that happens, we need a good and complete 

catalog of reliability patterns.  

 

In our methodology we focus on using reliability patterns to solve reliability 

problems. We present an approach that considers reliability from system inception to 

completion, with the aim of producing a reliable system. We proposed a failure 

enumeration method which shows how each activity in the system is analyzed using an 

activity diagram that maps actions to possible failures in the system. Identifying failures 
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allow us to handle them using reliability policies. The software development life cycle 

and the different levels of the system architecture are integrated as a part of our 

methodology to identify what is required given the specification at each stage and level of 

the system to counter failures.  Policies are then described in the form of a new pattern or 

an existing pattern. We presented reliability and some combined security and reliability 

patterns that are useful when building a reliable system. This methodology provides more 

support to system developers about how to effectively use the patterns to implement a 

reliable system [Buc11b]. 

 

Similarly, Tichy [Tic06] has an approach that uses a pattern-based approach for 

the development of fault-tolerant, component-based, embedded systems to increase the 

dependability of the system architecture.  Tichy’s approach differs from our approach in 

that it does not incorporate dependability in all phases and stages of the SDLC. It also 

does not use a systematic software process to understand, identify, and apply the 

necessary reliability mechanisms to solve a problem. 

 

Harrison [Har08, Har10] designed an approach to evaluate how architecture 

patterns impact fault tolerance tactics. Fault tolerance tactics are basically different fault 

tolerance mechanisms that are used to counter faults in a system. They studied how 

various fault tolerance tactics can be implemented in different architecture patterns. Their 

findings showed that certain patterns are better suited to implement fault tolerance tactics 
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than others and that certain alternate tactics are better matches than others for a given 

pattern. They extended this work in [Har10] to study how information about fault 

tolerance tactics and software patterns can be used to help architects make better 

decisions about system design. In the extended work, they explained that tactics are fault 

tolerance measures which can be implemented much like features. The structure and 

behavior of a tactic impact the structure and the behavior of the system. They found that 

implementing these tactics affect patterns by modifying their components, adding 

components and connectors, and/or replicating components and connectors. However, 

their approach does not show how to select or identify which tactics could be applicable 

for a given problem. It was observed that the architects considered the approach 

challenging because they found it difficult to select the necessary tactics required to 

provide the level of fault tolerance needed in the system given the constraints introduced 

by the architectural patterns. The case study also showed that architects had a tendency to 

overuse the tactics. The authors attributed this behavior to the architect’s lack of 

experience with designing fault tolerant systems.  In our methodology, the selection of a 

countermeasure is evaluated based on the problem identified. We provide a means to 

identify and select the necessary patterns to solve a given problem. Our approach does 

not require that the software developer has expert level reliability knowledge; in fact, our 

approach teaches developers, in basic steps how to incorporate reliability without 

previous knowledge. 
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A key component of our approach is our procedure to identify failures and 

counter them starting with the requirements. Braz [Braz07] has an analogous approach 

for identifying and countering threats using activity diagrams. We have adapted this 

approach to enumerate failures. Rodrigues [Rod08] extended the Model Driven 

Architecture (MDA) approach by representing models through profiles, using 

metamodeling techniques to apply reliability in software systems. Our approach differs 

from Rodriques’s because we utilize a different architecture: the SOA as a platform and 

we use patterns instead of metamodeling techniques to incorporate reliability. Choi 

[Cho07] uses activity diagrams to consider safety conditions during development; this 

work has several common ideas with ours especially with the use of the activity diagrams 

but she emphasizes the use of formal methods.  

 

We combined reliability and security in patterns to handle both accidental and 

intentional failures. As far as we know, nobody has tried to combine security and 

reliability patterns, although methodologies trying to combine these two aspects already 

exist, e.g., [Mus08].  

 

Failure patterns add another dimension to our approach to evaluate, understand 

and trace failures. Our concept of failure patterns was derived from Fernandez [Fer07, 

Fer09] who used misuse patterns to describe threats. In that work misuse patterns are 

described from the point a view of the attacker, and include how the attack is performed, 
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the context in which it is performed, and ways to stop the attack.  Another approach 

utilizes fault trees, which are used to make decisions based on the knowledge and 

experience about a particular situation or from related situations. A fault model is created 

by looking at an undesired state which is analyzed in the context of its environment, 

looking at all reasonable ways in which the undesired state can occur [Usn81]. A fault 

tree provides a graphic model of various parallel and sequential combinations of faults 

that will result in the occurrence of the predefined undesired events. Fault trees can 

become qualitative models if they use failure probabilities. Fault trees differ from failure 

patterns because they do not show the relationship of faults and errors to the system 

structure and components. They also do not show how faults propagate throughout the 

system.   

 

Wu [Wu05] presented an approach using a compositional method for failure 

analysis of a system based on the software architecture of the system. The method is 

based upon the use of Communicating Sequential Processes (CSP) as the failure 

modeling language and its associated tools for failure analysis. The failure behavior of 

each component is modeled in terms of failure propagation and generation. The result of 

such modeling is the combination of different possible failure flows from external 

failures or component internal failures to system-level failure [Wu05].  This approach 

bears some similarity to our failure patterns; however it focuses on modeling failure in 

components to see their effects. Additionally, countermeasures are not provided to handle 
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failures in the system; nor does it provide a guide to recreate a failure based on a 

particular scenario. 

 

Our reliability certification approach is similar to the approach done to certify 

security using security certificates. The following have defined approaches which are 

similar to and focused on evaluating dependability and reliability of services in a SOA 

environment: 

 Cardellini et al. [Car09] proposed a model-based approach for the realization of 

self-adaptable SOA systems with the goal of addressing dependability requirements.  The 

authors introduced a System Level Agreement (SLA) Monitor for monitoring aspects of 

the services agreed in the SLA. According to their definition of the SLA, the proposed 

solution includes a large set of parameters for different kinds of functional and non-

functional service attributes, as well as for different ways of measuring them. In our 

vision, this type of SLA monitoring can be responsible for doing the measurements of the 

monitoring rules specified in the service certificate. Cortellessa and Grassi [Cor07] 

analyzed the problem of reliability in SOA environments with a focus on the composition 

and on mathematical aspects of the reliability modeling. They defined a generic set of 

information to support SOA reliability analysis that can be monitored also in the case of 

composed services. Grassi and Patella [Gra06] presented a reliability evaluation 

algorithm for SOA services. The algorithm uses the flow graph associated with a service 

to compute its reliability. Finally, Challagulla et al. [Cha09] proposed a solution based on 
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AI reasoning techniques for assessing the reliability of SOA-based systems based on 

dynamic collection of failure data for services and random testing. Again, failure data 

could be integrated as evidence in our reliability certificates. 

 

Other approaches not based on the SOA include the following: 

Becker et al. [Bec09] proposed the Palladio Component Model (PCM) as a 

metamodel for the description of component-based software architectures with a special 

focus on the prediction of QoS attributes, especially performance and reliability. 

Spanoudakis et al., [Spa09] proposed a tool, as a part of the SERENITY project, which 

provides dynamic configuration and assembly of both security and dependability at 

runtime. Here, patterns are incorporated to realize the properties of security through 

location-based access control and dependability through monitoring and diagnostics. 

Monitoring and diagnostics are achieved with the use of a runtime framework called 

Everest. Everest employs event calculus to detect threats and failures in the system.  The 

proposed solution also provides a monitoring framework for runtime checks of conditions 

related to the correct operation of security and dependability patterns. These conditions 

are specified as monitoring rules in Event Calculus. Our approach differs because it is not 

a framework or tool that incorporates reliability. Instead, we have a methodology which 

guides in a step-wise fashion how to plan and incorporate reliability starting with the 

requirements. 
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In sum, we believe our work includes the common reliability aspects which are 

sometimes used in other approaches. However, in addition to the common principles, we 

include aspects which are concrete, thorough, and offer the necessary reliability concepts, 

detail and application instructions needed to build reliable systems. 
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10. CONCLUSIONS AND FUTURE WORK 

We presented several aspects of reliable system development. First, a survey which 

allowed us to analyze the state of current dependability patterns. This provided insight 

and highlighted the areas of need, as well as areas that could be further developed. A 

systematic methodology was defined that utilizes reliability patterns throughout the 

SDLC to integrate reliability features starting with requirements, and ending with the 

implementation phase. Such a methodology offers a simple and useful guideline about 

the development phases and reliability features needed to counter failures.  We proposed 

a failure enumeration procedure which breaks requirements expressed as Use Cases into 

activities; the activities are then analyzed to determine the possible failures that can 

occur. Those failures are then mapped to countermeasures that will either stop or mitigate 

their occurrence. We showed two patterns that illustrate how reliability can be combined 

with security [Buc11c, Buc12c], since failures can be accidental or intentional.  Failure 

patterns were introduced to illustrate how failures are created and propagated in a system. 

Failure patterns are especially useful to rehash failure incidents and provide forensic 

value in addition to other benefits. We finalized our methodology by certifying the level 

of reliability of a web service using a set of monitoring rules incorporated in reliability 

certificates. The monitoring rules describe a set of metrics, which are generated from the 
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implementation of a reliability pattern, and are used to measure the performance of a web 

service. 

This methodology was designed from the perspective of the software developer, to 

aid in addressing reliability concerns, describing and showing how to apply reliability 

features and mechanisms in software development. It provides the following benefits: 

1. Survey: 

• Identified areas for which there are no appropriate patterns. 

• Identified patterns that needed to be rewritten to be useful. 

• Provided a catalog of dependability patterns which are useful when used 

as a part of a methodology. 

2. Reliable Methodology: 

• Utilizes the Rational Unified Process (RUP) [Shu08] which is already well 

known by developers. 

• Provides a systematic approach by incorporating the SDLC to include 

reliability in each phase. 

• Describes and illustrates how to utilize reliability patterns in each stage of 

the SDLC. 

• Uses a systematic approach that includes reliability metamodels, policies 

and patterns. 

• Shows the direct relationship between the system structure, components 

and failures. 
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• Adds more detail and instructions through to the implementation stage 

thus simplifying system construction. 

• Each step in the methodology independent value when used alone. 

3. Enumerating failures: 

• Allows for risk and cost analysis evaluation from early in the development 

process. This allows us to determine the cost of each stage in the software 

development process from a reliability point of view. 

• Introduces the use of reliability policies to support modularization. 

Policies can be integrated to form patterns and can be applied throughout 

the entire system. This supports reuse and maintenance. 

4. Failure Patterns: 

• Failure patterns help with understanding and analyzing the effects of 

faults. 

• They show how a fault is manifested in a given system until it produces a 

failure. 

• They help to identify countermeasures to avoid or mitigate failures. 

• They allow for the reconstruction of a failure scenario by observing its 

effect in specific units. 

5. Certifying Reliability Level: 

• Provides some means to certify the reliability of a web service. 

• Provides time and -cardinality based reliability metrics. 
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Our work can be extended by first expanding the catalog of dependability patterns 

to provide a larger solution base that software developers can use. There are areas that 

require more work such as the need to write more maintainability and safety patterns. 

Additionally, our approach towards a reliable system methodology can be 

extended and refined to the level of a concrete methodology such as the RUP, which we 

used as a general guideline. Also, it can be further generalized to determine how it can be 

adapted to architectures such as the Cloud, and to other dependability properties such as 

safety. 

Another improvement is to produce a working prototype which follows the 

methodology. An evaluation of this prototype using the failure patterns and reliability 

certificates discussed earlier could provide additional insights about needed 

enhancements or additional steps to refine the methodology. 

We can further extend this work by transforming this approach into a modeling 

and framework tool which automates most of the aspects of the software development 

process from a reliability context. 

Finally, we need to complete and validate our reliable system methodologies. Our 

work can help us answer questions like, how does reliability affect other aspects such as 

security and availability and vice-versa? 
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APPENDIX A 

We describe here the intents of the patterns we found. 

 

Principles: 

In this section we enumerate and discuss some patterns which describe dependability 

principles: 

 

Minimize Human Intervention - Helps to make a system less susceptible to human 

error by reducing human intervention and is used in processing high-reliability 

continuously running digital systems. Human intervention can be reduced by building in 

strategies that counter human tendencies to act impulsively thereby causing further 

problems in the system [Han07]. This pattern provides error masking. 

 

Maximize Human Participation - Provide the capability for knowledgeable people to 

guide the system’s error processing [Han07]. This pattern provides error masking. 

 

Introduce Redundancy - Used in systems that want to continue working normally when 

one of its parts fails. The replicated part may be introduced in a stand-by form, also 
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known as active-passive redundancy, or it may be introduced in the active-active 

redundancy form where all replicas are active at the same time. If one replica throws a 

fault, then other replicas can be used instantly to allow the system to continue operating 

normally [Ahl06]. 

 

Auxiliary Patterns: 

In this section we enumerate and discuss some auxiliary dependability patterns: 

 

Mediator - This pattern defines an object that encapsulates how a set of objects interact. 

It promotes loose coupling by keeping objects from referring to each other explicitly, and 

it allows for the varying of their interaction independently. It promotes the many-to-many 

relationships between interacting peers. An example where Mediator is useful is the 

design of a user and group capability in an operating system. A group can have zero or 

more users, and, a user can be a member of zero or more groups. The Mediator pattern 

provides a flexible and non-invasive way to associate and manage users and groups. 

Additionally, colleagues (or peers) are not coupled to one another. Each talks to the 

Mediator, which in turn knows and conducts the necessary operation of the others 

[Hol95]. This pattern prevents harmful actions by one entity from propagating to other 

interacting partners. 
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Strategy - Decouples an algorithm from its host and encapsulates the algorithm into a 

separate class. An object and its behavior are separated and put into two different classes. 

This allows for switching the algorithm being used at any point in time. 

 

When there are several objects that are similar, and differ only in their behavior, 

then the strategy pattern is useful here. The use of strategies can reduce several objects to 

one class that uses several strategies. The use of strategies also provides a simple 

alternative where one subclass can achieve different behaviors [Gam95]. This pattern has 

been rewritten in [Buc09].  A strategy class is comprised of different strategies which are 

selected based on their relevance to the problem being addressed, for example stragetyA 

might be chosen instead of strategyC for a particular issue. This pattern provides 

diversity. 

 

Single Load Balancer - Distributes incoming requests for an application among Web 

servers on the Web application server nodes. It balances incoming traffic among a cluster 

of back-end servers.  It can detect a failed back-end server and forward traffic to other 

servers within the same cluster of back-end servers [Ibm02]. This pattern provides error 

detection and redundancy. 

 

Load Balancer Hot Standby - Removes the single point of failure from the load 

balancer node by adding a second node with the same function. The first node is the 

primary load balancer. The second one keeps track of the balancing information and is 
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ready to take over the work of the primary node at any moment [Ibm02]. This pattern 

provides error detection and redundancy. 

 

Protected Single Channel - Uses a single channel to handle sensing and actuation. 

Reliability is enhanced through the addition of checks at key points in the channel, which 

may require some additional hardware. The Protected Single Channel Pattern will not be 

able to continue to function in the presence of persistent faults, but it detects and may be 

able to handle transient faults [Dou02]. 

 

Basic Runtime - Represents an initial step to provide availability for a website by 

performing software and node configuration scenarios within an internal and external 

network [Ibm02].This pattern provides error masking. 

 

Process Pairs - Passes information about its new consistent state to a backup server when 

the primary server successfully completes an entire transaction. Both the primary and 

backup servers record these data in their persistent mass-storage devices.  In this way, the 

backup server is kept current about completed transactions.  While the primary server is 

available to clients, it sends regular heartbeat messages to the backup server.  If the 

backup server detects that the stream of heartbeat messages has stopped, it understands 

that the primary server is dead or unavailable, and it will take over as a new primary 

server [Kal02]. This pattern provides error detection and redundancy. 
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Evaluator - Selects a correct output from a set of independent output sources using a 

selectable method. Given a set of independent outputs from their sources, it performs a 

comparison using an appropriate algorithm for determining the correct output based on 

the number of outputs in the set. The number of outputs must be two or greater [Buc09]. 

 

Fault Tolerance Patterns: 

In this section we enumerate and discuss a variety of fault tolerance patterns: 

 

Independent Checkpoint - Preserves process autonomy by allowing components to take 

checkpoints asynchronously. It uses a communication induced checkpoint coordination 

system for the progression of a recovery using a recovery database which helps bound 

rollback propagation. Each individual component in the system decides on its own when 

to take checkpoints (saves recovery data) without synchronizing with the check pointing 

activity of other components. When the recovery data is identified, a recovery mechanism 

instructs each component to rollback to its latest checkpoint and resume execution from 

that point onward. It ensures the existence of a recovery database consistent with the 

latest checkpoint of any process at all times [Sar03].  

 

Memento - Capture and restore an object's internal state. Without violating 

encapsulation, capture and externalize an object’s internal state so that the object can be 

restored to this state later [Gam95]. 
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Read-write Lock - Allows concurrent read access to an object but requires exclusive 

access for write operations. Multiple readers can read the data in parallel but an exclusive 

lock is needed while writing the data. When a writer is writing the data, readers will be 

blocked until the writer is finished writing. This pattern confines an object which has 

failed in order to stop that object from interacting with the rest of the system [Gra98]. 

 

Observer - The Observer pattern defines a one-to-many dependency between a subject 

object and any number of observer objects so that when the subject object changes state, 

all its observer objects are notified and updated automatically. The Observer pattern is 

also known as watchdog [Bus96]. This pattern maybe used for error detection by 

monitoring changes in the state of a system resource. 

 

Generic Indicator - This pattern provides error detection. It utilizes a unit which 

retrieves and analyzes relevant data from one or more sensors and derives a state value 

representing the state of a particular phase of the execution [Lau00].  

 

A sensor collects and stores data from various locations within the target system. 

This may be accomplished by directly invoking methods on the target system or 

examining its variables. An event or change in the target may trigger the passing of data 

to the sensor, such as when an indicator requests sensor data, when a change occurs in the 

target, or by periodically polling.  
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Fault Injection - Used to evaluate the behavior of computing systems in the presence of 

faults. It adopts a technique that tries to produce or simulate faults during an execution of 

the system under test, and then the behavior of the system is observed. This allows for the 

injection of faults, to monitor the system under test, to activate the system, control the 

whole process, and inform the user about the test results, as well to receive users’ request 

[Lem01]. 

 

Balking - Only executes an action on an object when the object is in a particular state. It 

returns control immediately, with the correct warning, if an object is invoked when it is 

not in an appropriate state to execute the method. A good example in seen in Java 

programming language, for example, an IllegalStateException might be thrown under 

these circumstances [Gra98]. This pattern provides error masking. 

 

Sanity Check - Its purpose is to ensure that the system is more or less doing something 

reasonable, even if not quite correct. This is useful in situations where the actuation is not 

critical if performed correctly but is capable of doing harm if it is done incorrectly. It is a 

variant of the Monitor-Actuator Pattern and, like that pattern, assumes that a fail-safe 

state is available [Dou02]. This pattern provides error masking. 

 

Failover Cluster - Helps design a highly available application infrastructure tier that 

protects against loss of service due to the failure of a single server, or the software that it 

hosts. In a failover cluster, if one of the servers becomes unavailable, another server takes 
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over and continues to provide the service to the end-user. When failover occurs, users 

continue to use the application and are unaware that a different server is providing it 

[Mic10]. 

 

Leaky Bucket Counters - Provides added reliability in a system where errors are 

isolated and handled by taking devices out of service, but where transient errors do not 

cause unnecessary out-of-service action. A failure group with a counter is initialized to a 

predetermined value when the group is initialized. The counter is decremented for each 

fault or event (usually faults) and incremented on a periodic basis. When the counter 

reaches its limit, i.e., when the last fault occurs within the timing window, the faulty unit 

is identified and taken out of service [Gam95]. This pattern provides error masking and 

error containment. 

 

Acknowledgement - Detects errors in a system by acknowledging the reception of an 

input within a specified time interval. It acknowledges receipt of an input within a 

specified time interval without increasing the time overhead significantly. If a response is 

sent before the timeout, the system is considered to function correctly; otherwise it is 

assumed that an error has occurred in the system [Buc09]. 

 

Object Group - Allows the implementation of replicated objects, for load sharing and for 

efficient multicast communication over protocols like IP-Multicast and UDP broadcast. 

Application areas of the pattern are fault tolerant client/server systems, groupware and 
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parallel text retrieval engines. A replicated state remains consistent in spite of objects 

entering and leaving the group dynamically and in spite of failures [Maf96]. This pattern 

provides redundancy and error masking. 

 

Heartbeat - Messages are uploaded to a special “heartbeat service” using 

XMLHttpRequest calls. The heartbeat service will update the user's last heartbeat record. 

Heartbeat relies on some form of session management. One approach is to use cookies, 

either directly or via a cookie-based session framework. Another approach is to explicitly 

include the session ID in the heartbeat body. Heartbeat is closely related to Timeout, but 

they work in different ways [Mah06]. This pattern provides error detection. 

Timeout - Used to prevent sudden timeouts on web pages instead of relying on browser-

based timeout detection. A timer is established to count down to timeout state. Each 

significant activity cancels the timer and starts a new one in its place. It uses different 

activities to restart the timer, such as mouse movement to determine if the user is still 

working [Mah06]. 

Checkpoint-Rollback - Involves taking a snapshot of the system just as it is about to 

begin the first step of the next transaction. The snapshot is only taken if the previous 

transaction was completed in a fault-free state.  When an error is detected during a 

transaction, the transaction is “Fail Stopped” and then the system is reloaded back to the 

latest saved checkpoint [Kal02]. This pattern provides error detection and error masking. 
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Reliability Patterns: 

In this section we enumerate and discuss a variety of reliability patterns: 

 

Reliable Hybrid - Provides a general object-oriented framework for fault-tolerance 

which can range from basic approaches. It is a combination of several fault tolerance 

patterns to support development of applications based on classical fault tolerant 

strategies. The strategies include N-Version Programming and Recovery Block, as well 

as those based on advanced hybrid techniques such as Consensus Recovery Block, 

Acceptance Voting, and N-Self Checking Programming [Dan97]. This pattern provides 

error detection, error masking, recovery and diversity. 

 

Homogeneous Redundancy - Can be used to increase reliability in a system by offering 

multiple channels. These channels can operate in sequence, as in the Switch To Backup 

Pattern (another name for this pattern), or in parallel, as in the Triple Modular 

Redundancy Pattern. The pattern improves reliability by addressing random failures. 

Since the redundancy is homogeneous, by definition any systematic fault in one copy of 

the system is replicated in its clones, so it provides no protection against systematic faults 

[Dou02]. This pattern provides redundancy. 

 

Heterogeneous Redundancy - Provides protection against two kinds of faults: 

systematic errors, as well as random failures. Assuming that the design includes 

independence of faults, the pattern provides single fault safety in the same way as the 
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Homogeneous Redundancy Pattern - that is, when the primary channel detects a fault, the 

secondary channel takes over [Dou02]. This pattern provides error masking. 

 

Active Replication - Masks hardware errors that can lead to a failure in a system. It uses 

a set of replicated processors that take in the same input and conduct independent and 

concurrent processing of that input. The outputs from all replicas are compared to 

ascertain the correct output. One processor error can be masked at a time [Buc09]. 

 

Recoverable Distributor - This is a composite pattern for distributed systems that 

combines fault detection, containment, and recovery. It has two important properties, one 

is masking processor failures as much as possible; that is, it must be able to preserve the 

state of the system in spite of such failures. Two, it should hide network latency as much 

as possible while providing consistent access to the shared state from all processors of the 

system [Isl96].  

 

Active-Passive Redundancy - Used to provide redundancy in a system where 

performance cannot be compromised. Redundancy is added for the critical part of the 

system, which may potentially act as a single point of failure in the system. This critical 

part of the system is provided with a standby replica which shall be activated in case of 

failure if the former occurs. The client to the failed part should be informed about the 

passive part’s activation [Ahl06]. 
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Active-Passive Conflict Resolution - Reduces conflict amongst competing redundant 

parts that are waiting to become active when the primary part fails. A mechanism is used 

to reduce conflict between the redundant parts that become active because at any given 

point of time there is only one active part. However, there can be situations which may 

lead to race conditions, where both the redundant parts claim to be active [Ahl06]. This 

provides error masking.  

 

N-Modular Redundancy (NMR) - N instances of the same module perform the same 

computation and then a majority vote of the output(s) is taken. As long as N/2 modules 

compute the output properly, the system output is correct. This voting process enables a 

logical masking of errors in the modules [Neu56]. This pattern provides error detection, 

diversity and masking. 

 

Dual Modular Redundancy (DMR) - Two replications work in parallel to perform a 

process [Tei08]. This pattern provides redundancy. 

 

Dynamic Dual Modular Redundancy (DDMR) - An approach for dynamic linking of 

redundant cores, Dynamic DMR. By supporting dynamic pairing of cores, DDMR allows 

the operating system to schedule redundant threads on any two cores within a group of 

cores. DDMR is a scalable dynamic DMR approach and may be used in symmetric and 

distributed shared-memory architectures. The DDMR approach can be used for 
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verification of soft errors made on short code sequences, on the order of one hundred 

instructions [Gol08]. This pattern provides error detection and masking. 

 

Triple Modular Redundancy (TMR) - An approach which uses three systems to 

perform a process and the result is evaluated by a voting system to produce a single 

output. If any one of the three systems fails, the other two systems can correct and mask 

the fault. If the voter fails then the complete system will fail [Wak76]. This pattern 

provides error detection, diversity, and masking. 

 

Triplicated Voters Triple Modular Redundancy (TV-TMR) - This pattern extends the 

TMR pattern discussed earlier. It provides redundancy by using three voters/comparators 

instead of one to vote on input provided by three identical modules to produce one 

output. This approach helps to avoid single-failure points in a distributed system. The 

voter in the TMR pattern represents a single-failure point. However, having three voters 

enables voting to take place even if a voter fails [Nel90].This pattern provides error 

detection, error masking and redundancy. 

 

Recovery Blocks - An acceptance test is performed after every processing alternative is 

tried.  In this way, processing alternatives are run until a processing alternative succeeds 

in delivering results that pass the acceptance test [Kal02]. This pattern provides error 

detection and error masking. 
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Web Services Reliability Patterns: 

 

WS-Reliability - Used to ensure that a notification is always sent in response to a failure. 

It also provides guaranteed message delivery, message ordering, and duplicate 

elimination whenever messages are sent from one entity to another. This is achieved by 

establishing an enforceable contract between the sending and receiving parties, and the 

use of sending and receiving reliable message processors (RMPs) that send, deliver, 

order, and eliminate duplicate messages [Buc09b]. This pattern provides error detection. 

 

WS-ReliableMessaging - Helps to ensure guaranteed receipt in response to each 

message sent; it also provides message state disposition, ordered delivery, and duplicate 

elimination whenever messages are sent between endpoints. It uses a protocol that 

performs guaranteed receipt, ordered delivery, state disposition, and duplicate elimination 

of messages. This is achieved by first having an agreement which includes a policy 

exchange, endpoint resolution, and establishment of trust between end points [Buc09b]. 

This pattern provides error detection. 

 

Hybrid Reliability/Security Patterns: 

 

Secure Reliability - Controls the use of reliable services in a system. A strategy based 

system receives a request and selects the appropriate reliability service to process that 

request independently. All user requests are authorized based on the user’s role. A role-
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based access control model manages a user’s rights in the system. The response to the 

request is either completed or rejected [Buc11].  

 

Reliable Security - Performs reliable authorization enforcement by applying reliability to 

a reference monitor and to a set of authorization rules. All user requests must be 

authorized based on the user’s rights. A reference monitor is used to enforce 

authorization. This pattern provides security and error masking [Buc11]. 

 

Safety Patterns: 

In this section we enumerate and discuss a variety of safety patterns: 

 

Immutable Classes - This technique bypasses safety issues by prohibiting change of an 

object’s state after creation [Nie09]. This pattern provides error masking. 

 

Safety Design Pattern (SDP) - Allows the interchange of information between 

components and applications. In critical applications where all data cannot be handled in 

one class with equal priorities, data needs to be split, categorized, or interchanged with 

other components and applications [Gaw11]. Each component that relies on messaging is 

self-contained; this pattern facilitates in group development efforts by preventing code 

corruption by avoiding updates to the same work by multiple entities. This pattern 

provides error avoidance.  
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Availability Patterns: 

In this section we enumerate and discuss two availability patterns: 

 

Caching Proxies with Security Plug-in - Each caching proxy node performs the 

authentication/authorization functions required for clients, in addition to proxying and 

caching requests to the back-end application servers [Ibm02]. This pattern provides error 

detection. 

 

3-Plexed/Triple Redundant Hardware - Provides the outputs to a voter which 

determines the final output of this triply redundant subsystem.  When N >3 in an N-

plexed design voter will usually use majority decision making.  However, this needs to be 

a majority of the non-failed replicas, not just a simple majority of the total number of 

replicas (failed and non-failed) [Kal02]. This pattern provides error detection and 

redundancy. 

 

Maintainability Patterns 

Maintainability patterns are often fault tolerance, reliability, availability, and safety 

patterns which are enhanced to better maintain a certain property or properties in a 

system. They can also be represented as composite patterns which can integrate two or 

more dependability patterns (e.g. reliability and fault tolerance). Composite patterns can 

be written easily because one bonus of using patterns is that they facilitate reusability and 

maintenance.
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